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Abstract—Several alternatives of mesh-type topologies have
been published for the use in Networks-on-Chip. Due to their
regularity, mesh-type topologies often serve as a foundation to
investigate new ideas or to customize the topology to
application-specific needs. This paper analyzes existing meshtype topologies and compares their characteristics in terms of
communication and implementation costs. Furthermore, this
paper proposes BEAM (Border-Enhanced Mesh) − a meshtype topology for Networks-on-Chip. BEAM uses
concentration while necessitating only low-radix routers.
Thereto, additional resources are connected to the outer
boundaries of a conventional mesh. As a result, overall
bandwidth is traded off against hardware overhead. In
conclusion, simulation and synthesis results show that the
conventional mesh stands out due to its communication
performance, whereas clustered and concentrated topologies
offer the least hardware overhead. BEAM ranges in between
and is an option to balance hardware costs and communication
performance.
Keywords-Integrated circuits,
network-on-chip, topology
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INTRODUCTION

Due to growing integration densities and increasing use
of modular design approaches, embedded systems and
Systems-on-Chip (SoC) are becoming increasingly communication-oriented. Thus, these complex systems necessitate
flexible and high-performance communication subsystems
capable of handling data rates of multiple Gbit/s. Networkon-Chip (NoC) is a new paradigm for such on-chip interconnection and communication [4,10,16,28] and shows substantial advantages compared to conventional buses or pointto-point interconnects [2,14,17]. By splitting up global wires,
NoCs mitigate physical problems due to increasing
integration densities as discussed in [18,26]. For instance,
communication no longer bases on synchronous signals but
on asynchronous messages passed over a distributed network
of routers and links.

However, as no network-on-chip exists that is suitable for
every purpose, a vast design space needs to be examined to
satisfy the requirements of different applications, application
domains (e.g. multimedia, real-time, high-performance
computing) and target platforms (such as FPGA, ASIC).
Thereby, the interconnection network is primarily
characterized by its routing and switching mechanism, its
router architecture and its topology [11]. More specifically,
routing determines the paths of packets through the network.
Switching describes how data is segmented and forwarded.
Furthermore, the router architecture defines the composition
of internal functional modules (such as buffer placement and
switch matrix). Lastly, the topology refers to the arrangement
of the basic network building blocks, which comprise links,
routers and functional resources. These major characteristics
have direct impact on throughput, latency, available and
usable bandwidth as well as on the hardware footprint of the
communication infrastructure.
This paper examines different topologies of networks-onchip whereas different classes of topologies exist, e.g. mesh,
tori, tree or butterfly [11,13], each with its own specific
(dis)advantages. Mesh-type topologies are most prevalent
due to their simplicity and straightforward mapping onto
planar chip surfaces [25,29,30]. Building on this, a modified
mesh-type topology is proposed in this paper, the BorderEnhanced Mesh (BEAM), which features low hardware footprint while necessitating only low-radix routers. In the
following, different mesh-type topologies are characterized
and compared in terms of communication performance as
well as hardware overhead using simulation and synthesis
results.
The rest of the paper is organized as follows: Section 2
revisits state-of-the-art of mesh-based NoC topologies,
points out various issues regarding existing approaches and
names reasons and requirements for the proposed topology.
The principle idea and functionality of the Border-Enhanced
Mesh is detailed in section 3. Lastly, section 4 presents
simulation and synthesis results, which are evaluated in
section 5.

II.

RELATED WORK AND MOTIVATION

Several straightforward approaches and specialized
solutions exist in the area of mesh-type topologies. These
approaches aim at reduced communication latency, high
throughput and minimized hardware costs. Dally and Duato
describe the concept of concentrated meshes [3,15]. Their
intention is to cut down on routers and increase link
utilization using a high Core-to-Router Ratio (CRR). That is,
m resources are directly connected to each router (CRR = m),
whereas the routers themselves are arranged as a twodimensional mesh. In doing so, the average communication
latency (tavrg) can be decreased due to short distances
between local resources. But as stated by Bertozzi et al. [5],
the drawback of this approach is the high radix of the routers,
i.e. the high number of router ports (m + 4). This results in
complex router design and layout, lower frequencies and
thus reduced bandwidth. Therefore, Bertozzi et al. propose
network interface sharing, whereas multiple resources share
the same interface in order to reduce the number of required
router ports. However, the resources need to share the port’s
physical bandwidth, which can reduce performance. Besides,
network access must be arbitrated and scheduled adequately,
which is just a shift of complexity from the routers to the
resource interfaces.
Moreover, Express channels (EC) [7] is another concept
to decrease the average communication latency. Besides the
direct links between adjacent routers, additional links exist to
every router n steps away (n > 1). With long-range links
Marculescu et al. [19,27,31] propose an application-specific
version of the EC concept for a fine-grained and selective
refinement of two-dimensional meshes to improve
application performance. Both concepts result in long wires
and demand provisions to adapt and regulate these links’
timing. Besides, complex high-radix routers are necessary
again. Therefore, Kumar et al. [1] propose the use of Express
Virtual Channels (EVC) to not increase the routers’ radix.
Nevertheless, EVC necessitates costly virtual channels [8] in
any case that also include additional packet buffers and
arbitration logic.
With a distributed multi-point network interface, Park
et al. [6] propose an approach to decrease communication
latency. Routers and resources are arranged as a mesh but the
resources are connected to the four neighboring routers via a
distributed interface module, which provides four possible
entry points into the NoC. Hereby, every router connects to
up to four resources. Drawbacks of this solution are complex
network interfaces and high-radix routers while the CRR
remains about one (i.e. CRR ≈ 1).
Kim et al. present a flattened butterfly topology
in [23,24]. Common butterflies especially benefit from low
and scalable average communication latency and have high
bisection bandwidth [11]. Their main drawback is the
complicated mapping onto the chip’s two-dimensional
surface. The flattened butterfly is an optimized mapping of
butterfly topologies using complex high-radix routers (while
CRR is high). However, long and unbalanced wires are still

required to interconnect distant routers [25]. Thus, additional
measures must be taken to regulate these links’ timing.
Torus topologies are a modification of standard meshes
with links that directly connect the opposite borders of the
network. Compared to meshes, tori have twice the bisection
bandwidth and lower average communication latency. The
CRR of a torus is one. Thus, high-radix routers or additional
cluster routers are needed to increase the CRR. Due to
circular connections, deadlock avoidance requires special
care in torus topologies, e.g. by using virtual channels. To
reduce the problem of long wires that are required for the
edge-to-edge connections, Dally proposes the folded
torus [9] as a modified mapping of torus topologies.
The type of topology influences hardware overhead and
performance parameters of the SoC’s communication system
in different ways. On the one hand, router complexity and
the absolute number of routers affect the hardware overhead.
In other words, an NoC implies a certain overhead so that
reducing its hardware costs is of particular importance; in
FPGA-based SoCs due to limited hardware resources and in
ASIC-based SoCs in order to constrain power consumption.
On the other hand, bandwidth and end-to-end latency are a
function of the NoC’s operating frequency, which again
depends on the router complexity [5]. Hence, the router
radix, i.e. number of ports per router, should be kept low to
not increase router complexity. Whereby a high operating
frequency and therewith high raw bandwidth can be
achieved. With focus on these reasons, the authors see
various downsides of the revisited approaches:
•

The CRR equals one and/or complex high-radix
routers are required.

•

Additional logic for arbitration and scheduling is
needed.

•

Long and/or unbalanced wires with varying physical
characteristics exist. Thus, timing must be thoroughly considered.

The primary objective of the proposed BEAM topology
is to decrease the NoC’s hardware overhead. The key to
achieve this goal is using concentration (i.e. CRR > 1) while
not increasing router complexity or using long and unbalanced wires. On the one hand, higher concentration can
reduce communication path lengths, routing overhead and
therewith average latency. On the other hand, bisection
bandwidth is traded off against latency with increasing
concentration. However, further optimization strategies for
exploiting the full potential of communication infrastructures
do exist, e.g. application mapping algorithms and QoS
approaches. However, these are beyond the scope of this
paper. Hence, the goals of the BEAM topology are
summarized here:
•

Maintain the regularity and
conventional mesh topologies.

•

Use flat addresses based on Cartesian coordinates for
simple dimension-ordered routing schemes.

simplicity

of

•

Apply only low-radix routers (i.e. with a maximum
of five ports as in standard meshes).
III.

BEAM − BORDER-ENHANCED MESH

The BEAM concept is based on a modified arrangement
of resources and routers and is derived from conventional
two-dimensional meshes. Typically, each router connects to
only one resource in a mesh (CRR = 1) or to several
resources in a concentrated mesh (CRR = m) or clustered
topology (1 < CRR < m). In a BEAM topology, unconnected
router ports at the edges of the mesh infrastructure are reused
as direct interfaces to further resources without inserting
extra routers. Figure 1 shows a 3x3 BEAM topology, which
is derived from a standard mesh by connecting additional
resources to the unconnected ports to the north, south, west
and east. In the illustrated example, 21 resources can be
connected to the NoC (CRR ≈ 2.33). While edge routers
connect to two or three resources, center routers connect to
just one resource. In this way, CRRBEAM is always larger than
one but depends on the edge length k as given in
equation (1). However, in contrast to other mesh-type
topologies using concentration, the maximum router radix is
not increased.

A. Addressing Scheme
The main difference between BEAM and conventional
meshes is the addressing scheme. Flat addressing as used in
meshes is kept but the router addresses are shifted by one
horizontally and vertically. In figure 1, the edge length of the
router grid is k = 3. From this it follows that the maximum
width of the NoC-based SoC is xmax = ymax = k + 2 = 5.

Router addresses start at coordinate (1;1) and end at
(xmax − 2;ymax − 2). In a standard mesh, router addresses
would start at (0;0) and end at (kx − 1;kx − 1). The resources’
addresses here are in the range (0 ... (xmax − 1);
0 ... (ymax − 1)). A resource with the same address as a router
is connected to the local port of this router. By contrast,
resources in the boundary regions have different addresses
than the routers they are attached to. More specifically, (0;y)
at the west, (x;0) at the south, (xmax − 1;y) at the east and
(x;ymax − 1) at the north border. Besides, the addresses (0;0),
(xmax − 1;0), (0;ymax − 1) and (xmax − 1;ymax − 1) are not
assigned in a BEAM topology.
B. Routing
BEAM’s addressing scheme slightly differs from
standard meshes. Furthermore, the existence of routers with
one, two or three connected resources appears irregular.
However, the tile-based layout of such a BEAM-based
network-on-chip still fits into Cartesian coordinates and
allows for dimension-ordered routing [11]. Dimensionordered routing like XY-routing is simple, cost-efficient and
naturally deadlock-free. Due to the mentioned modifications
though, the routing functionality needs to be slightly adapted.
With XY-routing, only minor changes are necessary in the
boundary area. Other routing algorithms, e.g. adaptive
routing, are not covered in this paper but are subject to
similar considerations. For small-sized systems or
customized topologies, table-based routing is also practical.
Figure 2 illustrates XY-routing in a BEAM topology.
Principally, an edge router simply forwards packets to a
directly connected outer resource as if another router would
exist in this direction. Thereby, the absence of the next router
is fully transparent as all router ports as well as resource
interfaces apply the same layer-2 switching scheme. Hence,
the packets numbered c, d and f are routed with XYrouting as in a standard mesh. As no routers though exist in
tiles with coordinates x = 0, x = xmax − 1, y = 0 and
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Figure 1. Layout and addressing scheme of a 3x3-BEAM topology.

Figure 2. Modified XY-routing in BEAM topologies (shown
is the lower left corner of a BEAM-based topology).

y = ymax − 1, direct links between these resources are missing
as shown by the dotted links in figure 2. Hence, the
modification of XY-routing is to allow a change in the order
of dimensions (XY → YX). Such an exception is
exemplified by the transmission of packet e, which is first
forwarded in the Y-direction by router (1;1) and afterwards
in the X-direction by router (1;2).
Consider that only those routers at the west and east
borders require this modification. Figure 3 shows the typical
XY-routing using a pseudocode notation. By contrast,
figure 4 shows the necessary modifications (in gray) for the
routers at the west edge of BEAM topologies, which
basically result in a slightly different arrangement of if-thenelse branches and negligible additional hardware costs. It can
be shown using channel dependency graphs [12] that these
modifications do not affect deadlock-freedom of the routing
scheme since no circular dependencies arise.
Briefly summarized, the essential aspects of BEAM are:
•

Unconnected ports of edge routers are reused to
directly connect additional resources − which
increases concentration.

•

Flat tile-based addressing based on Cartesian
coordinates is used.

•

Router addresses are shifted by one both in the Xand Y-direction and start at (1;1).

•

A modified dimension-ordered routing scheme is
implemented due to the missing links in the
boundary regions of the topology. With focus on
simple XY-routing, these modifications are only
required for routers at the west and east edges of
BEAM topologies resulting in negligible extra
hardware costs.
IV.

TOPOLOGY CHARACTERIZATION

other mesh-type topologies:
•

Standard mesh with 5-port routers (CRR = 1).

•

Concentrated mesh with 8-port routers so that the
CRR = 4 (see [3]).

•

Clustered mesh with extra 5-port cluster routers
connected to a standard mesh (CRR = 2).

Table 1 shows the CRR of these topologies depending on
the edge length k of the router grid. For simplicity, only
quadratic topologies (kx = ky) are discussed in this paper
although rectangular ones (kx ≠ ky) are also possible.
A. Analytical Comparison − Communication distances
The distance d between two resources A and B is defined
as the number of routers on a minimal path from A to B.
Following, davrg is the average distance of all d between all
resources N and defined by equation (2).

Figure 5 shows davrg against the number of resources.
Measurement points of the concentrated mesh and standard
mesh are exemplarily annotated with their corresponding
edge lengths k. Hence, the spacing between the measurement
points indicates that topologies with CRR > 1 require fewer
routers to accommodate an equivalent number of resources.
For instance, to accommodate approximately 100 resources,
the concentrated mesh requires only 25 routers, the clustered
mesh 50 routers, BEAM requires 64 routers and a standard
mesh 100 routers (see also the highlighted cells in table 1).
The minimal distance dmin of a topology is the shortest d
of all possible source-destination pairs. In contrast to the
other topologies, dmin = 2 for the standard mesh (with
CRR = 1) since packets need to cross at least two routers to

Significant
attributes
of
interconnection
and
communication subsystems are latency, throughput, load
balance and implementation costs [11,13]. In the following,
BEAM topologies are evaluated and compared with three

Figure 3. Basic XY-routing as commonly
applied in standard mesh topologies.

Figure 4. Modified XY-routing for a router
at the west edge of a BEAM topology.

Table 1.

Comparison of the Core-to-Router Ratio (CRR) for different mesh-type topologies
(*the clustered mesh requires an extra local cluster router per node).

reach the destination. Thus, the mesh also has the highest
davrg. The other three topologies have a minimum distance of
dmin = 1 because CRR > 1, which means that multiple
resources are connected to one particular router. However,
davrg of these three topologies behaves different. In BEAM
topologies, short paths outweigh the long paths for low edge
lengths. But with increasing k, the number of long paths
grows quadratically while the number of short paths grows
only linearly. Concentrated meshes and clustered meshes
though do not show this asymmetry. Thus, for 60 or less
resources, BEAM’s davrg is lower than in comparable
clustered topologies. Note that clustered topologies have an
offset of two hops compared to concentrated meshes due to
the local cluster routers within each tile, i.e. no paths with
d = 2 or d = 3 exist. Lastly, concentrated meshes always have
the lowest davrg of the four analyzed topologies due to their
constant and high CRR.

Therefore, figure 6 plots tavrg against the injection rate.
Simulations have been made for NoCs with approximately
100 resources (kmesh = 10, kconcentrated = kclustered = 5, kBEAM = 8).
The targeted network size was chosen to generate
comparable overall traffic loads and because 100 resources is
a feasible but also challenging size of future SoCs. The
following simulation parameters are used throughout the
paper to compare all topologies on a common basis: uniform
random traffic, wormhole switching with 4 flit input buffers,
32 bit link width, 1000 packets simulation warm-up and
simulation stop after 20 000 sent packets. Packets are
immediately consumed when arriving at their destination.
The uniform traffic was chosen as a first approach because it
is simple and capable to reveal the general characteristics of
the different topologies.

B. Simulation − Communication characteristics
The lower the number of hops (distance d) between two
resources, the lower is the routing overhead and the
communication latency t. Thus, davrg directly impacts the
average communication latency tavrg.

With increasing injection rate, the graphs in figure 6
show a slightly increasing tavrg. When reaching a topology’s
particular saturation bound, tavrg boosts due to congestions
within the NoC infrastructure. Thereby, the magnified part of
figure 6 highlights the regular range of operation, i.e. before
any of the topologies saturates. Basically, the influence of
davrg on tavrg can be recognized there (compare with figure 5).
The concentrated mesh has the lowest tavrg while the standard
mesh has the highest. Lastly, BEAM and clustered mesh
have similar tavrg. Considering the further courses,

Figure 5. Average distance davrg against the number of resources N for
increasing edge lengths k (which is equivalent to growing network size).

Figure 6. Average packet latency against the injection rate.

concentrated mesh, clustered mesh and BEAM have lower
saturation bounds than the standard mesh due to their higher
CRR. That is, these topologies’ aggregated link bandwidths
are lower compared to standard meshes but must be shared
among the same number of resources. But since
CRRBEAM < CRRcluster < CRRconcentrated, BEAM’s saturation
bound is still higher compared to the concentrated and the
clustered mesh.
Figure 7 presents the throughput of the four topologies
against the injection rate for the same simulation setup. Due
to the reasons mentioned above, the mesh achieves the
highest throughput with ca. 53 GB/s. With ca. 29 GB/s,
BEAM achieves 8 GB/s higher throughput than the
concentrated mesh and ca. 4 GB/s higher throughput than the
clustered mesh.
Moreover, figure 8 depicts the load balance for the four
different topologies using the notion of router activity (note
that router addresses start at (1;1) in the case of BEAM).
Here, router activity denotes how many packets are
processed in a router during the simulation run, i.e. the
number of incoming packets at the router ports. By
monitoring the router activity in each router, traffic
distribution and load balance can be estimated for the four
topologies. Basically, mesh, concentrated mesh and clustered
mesh show a concentration of traffic in the network center
while the boundary routers and links are underutilized. By
contrast, BEAM shows more balanced router activity and
thus an evenly distributed traffic load across the network.
There are two reasons for that. First, due to dimensionordered routing and the mesh structure, the edge regions of
standard mesh, concentrated mesh and clustered mesh are
underutilized while the center regions are congested and
exhibit high activity. By contrast, since the concentration of
resources is higher at the edges of BEAM topologies than in
the center regions, more packets are routed along the
boundary links. Second, as shown in figure 2, the outer ring
of physical links is missing in BEAM topologies. Traffic that
would normally use these (missing) links is shifted onto the
next existing ring of physical communication links due to the
modifications of the XY-routing function.

Figure 7. Throughput of the diverse topologies against the injection rate.

Thus, the formerly underutilized boundary regions
exhibit better utilization and are used more efficiently in
BEAM topologies, which is expressed by both the coloring
and the contour lines in figure 8. To further point out the
different behavior regarding load balance, figure 9 shows the
differences between minimum and maximum router activity
relating to the values in figure 8. In a BEAM topology, the
gap between most active and least active router is the
smallest compared to the other candidates. Note that the
different absolute activity values of the bars in figure 9 are a
result of the different network sizes (i.e. edge lengths k) for
the approx. 100 resources and reflect the respective CRR
values (see table 1) of the topologies.

Figure 8. Router activity in terms of the number of processed
packets for the different topologies with about 100 resources.

Figure 9. Maximum and mimimum router activity
for the diverse topologies with about 100 resources.

C. Synthesis − Implementation Costs
Beside the comparison of communication characteristics,
the implementation costs for different target platforms have
been evaluated. A 65 nm technology from ST and a Xilinx
Virtex-4 FPGA have been chosen as a starting point whereas
the limited resources in the FPGA and the power
consumption within the ASIC were the primary constraints.
Table 2 summarizes first synthesis results for an on-chip
network that accommodates approximately 100 resources
(kmesh = 10, kconcentrated = kclustered = 5, kBEAM = 8). The standard
mesh is used as the reference point (≡ 100 %).
Table 2. Comparison of synthesis results for
a different NoCs with about 100resources.

When considering the frequency, it is the concentrated
mesh that achieves significantly lower frequency compared
to the other topologies. This is due to the high-radix routers
(= more ports) and thus more complex logic inside the
routers (e.g. arbitration, switch matrix). For this reason, the
absolute throughput of the concentrated mesh decreases
additionally although network size and average distance are
small (see figure 7 and figure 5). Finally, the frequencies of
the other topologies are roughly similar so that the mesh
shows the highest throughput (see figure 7). However, this is
only achieved because the largest average distance is
compensated by the late saturation point (see figure 6).
Surprisingly, the BEAM topology achieves slightly higher
frequency compared to the standard mesh although it uses
the same routers except the modified west and east edge
routers (see section 3). The reason is attributed though to the
stochastic nature of the synthesis tools.
The primary target of the BEAM approach, to reduce
hardware overhead, was achieved independent of the target
platform. More precisely, the savings of BEAM compared to
the standard mesh with an equal number of resources are
about 30 % for FPGA and ASIC. Admittedly, the hardware
usage is even smaller for the clustered and concentrated
mesh topologies with roughly 50 %. Note that the relative
savings of the BEAM topology increase when smaller
networks are implemented where the numbers of routers and
resources at the edges dominate.
V.

COMPARISON AND VALIDATION

This section pools the simulation and synthesis results
and contrasts the four topologies using the attributes and
features as specified in section 4. Therefore, table 3 contains
a rating of pivotal characteristics of the investigated

topologies using a five-grade scale (from “poor” (--) to
“good” (++)).
At low injection rates, i.e. below the saturation, the
concentrated mesh shows the best average latency whereas
the mesh shows the worst. Furthermore, BEAM performs
better than the mesh in this matter and, for low edge
lengths k, better than the clustered topology (see figures 5
and 6). But a low average latency tavrg comes at a price. Due
to their high CRR and decreased overall bandwidth, the
maximum throughput of concentrated meshes, clustered
meshes and BEAM is lower compared to standard meshes.
Thereby, it is in the nature of BEAM topologies that the
performance parameters, e.g. tavrg and throughput, depend on
the network size (kx · ky) because CRRBEAM is not constant in
contrast to the other topologies. CRRBEAM is a function of the
edge length k and approaches one with increasing k. Thus,
BEAM topologies resemble standard meshes with high k
regarding these performance parameters. By contrast, for
lower k, BEAM topologies are similar to the concentrated
mesh and clustered mesh.
Furthermore, communication resources are utilized more
evenly in BEAM topologies due to more balanced traffic
load. The typical concentration of traffic and frequent
congestion in the center of mesh-type topologies is reduced
(see figure 8 and figure 9). This can be of great interest not
just for communication characteristics but also under
reliability considerations due to the higher activity and its
impact on, for instance, thermal stress or gate oxide
breakdown [20,21]. Prospective investigations will have to
show, if and to what extent balanced router activity additionally impacts power consumption and further reliability
issues. Such a study also requires considering applicationspecific traffic patterns and needs to incorporate available
modes for power saving, e.g. clock gating or sleep
transistors [22]. The chosen traffic pattern here is a useful
indication for the common communication characteristics of
Table 3.

Qualitative comparison of the diverse topologies.

a topology. However, application-specific scenarios can have
significant impact on the particular results.
In summary, as this paper compared diverse mesh-type
topologies from an abstract point of view, an applicationspecific examination is still required to choose and customize
the topology that suits the given constraints best. Starting
point could be a standard mesh when targeting maximum
throughput, whereas concentrated or clustered meshes are
adequate candidates when hardware overhead is the primary
concern. Thereby, the BEAM topology is a promising
compromise in between, which proves its strengths especially for systems with a moderate number of resources.
VI.

CONCLUSIONS

This paper evaluated different mesh-type topologies for
Networks-on-Chip whereas a modified topology called
BEAM (Border-Enhanced Mesh) was additionally introduced. The BEAM approach is a simple modification of
conventional two-dimensional meshes and represents a
practical compromise between concentrated and standard
meshes. Thereby, BEAM uses concentration (CRR > 1)
without applying high-radix routers with their complexity
and associated issues. The simulation and synthesis results
have shown to what extent communication performance can
be traded off for area overhead by applying those diverse
types of topologies. According to that, conventional meshes
feature the highest bandwidth, but suffer from large
overhead. By contrast, concentrated and clustered topologies
suffer due to early network saturation while having a small
hardware footprint. BEAM ranges in between and represents
another option to customize a topology to applicationspecific needs.
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