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Abstract. Smart-appliance ensembles consist of intelligent devices that
interact with each other and that are supposed to support their users
in an autonomous, non-invasive way. Since both the number and the
composition of the participating devices may spontaneously change at
any time without any notice, traditional approaches, such as rule-based
systems and evolutionary algorithms, are not appropriate mechanisms
for their self-organization. Therefore, this chapter describes a new evo-
lutionary framework, called appliances-go-evolution platform (AGE-P),
that accounts for the inherent system dynamics by distributing all data
structures and all operations across all participating devices. This chap-
ter illustrates the behavior of this framework by presenting several results
obtained from simulations as well as real-world case studies.

1 Introduction

Evolutionary algorithms of various sorts solve technical problems by utilizing
some selected concepts from natural evolution [3, 9, 10, 14, 17]. They describe a
technical (optimization) problem as a set of n problem-specific parameters xi,
also called genes. The set of genes is called a genome and is tightly embedded into
an object, called an individual. Typically, an evolutionary algorithm applies its
random variation operators, such as mutation and recombination, to an individ-
uals’ genes. As a consequence, these random variations change the individuals’
fitness values. A subsequent selection process exploits these fitness variations in
order to gain some progress. It should be obvious that both the fitness evaluation
and the selection process consider the genomes as atomic entities. In summary,
the notion of an individual as the container of its genome is a very fundamental
concept in all evolutionary algorithms.

The concepts described above are quite generic by their very nature. The per-
tinent literature on evolutionary algorithms presents a huge number of successful
applications that can be found in areas as diverse as machine learning, combi-
natorial problems, VLSI design, breast cancer detection, evolutionary robotics,
and numerical optimization in general. However, in its canonical form, the con-
cept of an individual is not suitable for all types of applications. For example,
when evolving structures, such as the topology of a neural network, the number
n of parameters xi is generally not known in advance. Rather, the number n



of parameters itself is the result of the actual evolutionary process. As a relief,
previous research has developed the concept of variable-length genomes [12, 13,
16]. This option allows an individual to grow and shrink its genome, and thus to
adapt to changing demands. But still, with its genome, an individual constitutes
a solid, atomic, and monolithic entity, which is fundamental to all evolutionary
algorithm.

Even with the concept of variable-length genomes, evolutionary algorithms
cannot be directly utilized in all application domains. Section 2 briefly de-
scribes an example called smart-appliance ensembles [1, 15, 19]. The term “smart-
appliance ensemble” refers to everyday-life devices that are equipped with some
computational resources and that are supposed to self-organize according to the
users’ needs. The following properties are closely linked to smart-appliance en-
sembles: (1) they are dynamic by their very nature in that devices may join or
leave the ensemble at any time without notice; (2) the physical properties of
every device are known only to itself and not to the rest of the system; and (3)
a smart-appliance ensemble should not induce any user-based modeling and/or
administration; rather, devices might be freely added and be freely removed,
which also includes device failures.

The discussion presented above suggests that the conventional usage of indi-
viduals and genes does not match the dynamic and model-free nature of smart-
appliance ensembles. Therefore, Section 3 proposes a new evolutionary frame-
work, called the appliances-go-evolution platform (AGE-P). A key feature of
AGE-P is that it physically distributes the genome as well as the variation op-
erators across all the appliances. This way, the genome grows and shrinks as
devices come and go, and thus is naturally adapting to an ensemble’s dynamics.
It should be mentioned, that the idea of distributed evolution is not new. For a
good overview, the interested reader is referred to the literature [2, 5]. In order
to gain performance, these methods work on several subpopulations simulta-
neously, but nonetheless handle genomes in the form of assembled individuals.
In contrast, AGE-P abolishes the concept of assembled individuals, not to gain
performance, but to ensure consistency.

For validation purposes, Section 4 evaluates the algorithm in the office light-
ing scenario in which several light sources are distributed within a typical office
space. The light sources are supposed to autonomously dim themselves such
that all users have the specified illuminations at their desks. In this educational
example, neither the number of light sources nor their physical properties are
known to the system. Rather, all light sources randomly change their activation,
and the resulting effects are subsequently fed back by the sensors. The simu-
lation results indicate that the proposed AGE-P approach is able to solve the
office lighting problem and that it is able to cope with all the mentioned system
dynamics.

Because of the encouraging simulation results, further research was focusing
on a physical real-world example. Section 5 briefly describes the used hardware
components; further detail can be found in Appendix A. The experimental results
support the simulations to a large extent. However, the real-world experiments



have also indicated certain peculiarities that are due to the application’s physical
limits, that should be addressed by future research. Finally, Section 6 concludes
this chapter with a brief discussion.

2 Problem Description: Smart-Appliance Ensembles

Smart-appliance refer to devices, such as laptops, personal digital assistants, cel-
lular phones, beamers, window blinds, light bulbs, and the like, that are present
in everyday life and that are equipped with some communication interface as
well as a processing unit. The devices are considered smart in that each one
executes a program in order to measure and change physical modalities and is
also able to communicate with others. Smart appliances are called an ensemble
if the execution of these programs results in a coherent cooperation such that
they support their users in an autonomous and non-invasive way [1, 15, 19].

The smart conference room is a good educational example [8]. It may consist
of a certain number of laptops, a few beamers, some light sources, and window
blinds. Suppose that a user is about to do a presentation and that the room
is illuminated too much. Then, the ensemble is supposed to properly dim the
lights and/or close the window blinds. Other examples include situations from
everyday life such as beepers reminding senior persons to take their medicine at
the right time.

A common approach for solving this task is to utilize rule-based methods,
such as ontologies [4, 6]. These approaches require a precise model of the world
under consideration. A description would include all dependencies between ac-
tuators and sensors, as well as a rule set that describes all possible ensemble
actions as responses to the observable user behavior. During operation, the de-
vices choose rules from sensor readings and set the actuators accordingly.

Though modeling may be usable for purely static environments, i.e., statically
mounted devices, it can easily fail to work in more dynamic setups, which become
more and more common today. For example, attendees may suddenly join or
leave a meeting. These users add or remove electronical devices with varying
computational resources and capabilities. It might be, for example, that a joining
attendee carries a device with superb audio capabilities, which other attendees
might wish to use for their own presentation. These system dynamics make it
hard or even impossible to centrally care for all possible ensemble combinations.
Rather, the present devices should dynamically evaluate their capabilities as a
group, and should establish suitable cooperations.

The brief discussion presented above has already given a first impression of
the dynamics of smart-appliance ensembles. In order to allow for the evaluation of
a new self-organization concept, this chapter focuses on a simplification, the office
lighting scenario. Fig. 1 shows a typical office that is equipped with some light
sensors and a number of light sources, all being “smart” in the aforementioned
manner. Each sensor is tagged with a target value, that defines the working level
brightness at the associated desk. These target values may arise from a higher-
level intention module or may be specified by the user. The goal of the entire



Fig. 1. The office lighting scenario consists of a number of light sensors and light
sources (two and four in this example). The goal is to reach the specified target value
at each sensor.

system is to set the lights such that the sensors measure the desired values.
This scenario already imposes several issues due to unknown facts about the
appliances:

– Their number and locations,
– their properties, such as power or characteristic curves,
– their current working states, e.g., working, broken, current brightness, cur-

rent target value,
– and external influences, such as the current sunlight and the state of the

window blinds.

In addition to these issues the following one is fundamental to smart-appliance
ensembles:

Any aspect of the entire ensemble may change at any time without any
notice.

For example, a light source might be moved (and not moved back) by a house-
keeper, or a sensor target value might change due to a different person starting
to work at a desk.

Modeling an instance of the office lighting scenario in a static context would
be possible, though already difficult, as the dependencies between sensors and
light sources may be difficult to determine, due to strong non-linearities in the
underlying characteristic curves. However, due to the dynamic nature of smart-
appliance ensembles, every change, e.g., every joining or leaving device, would
impose administrative work, which is but desirable and therefore makes modeling
unfeasible.

Rather, the ensemble should employ a self-organization process in order to
work for the users and not vice versa. Derived from the above illumination
example, such a self-organization process should be able to cope at least with
the following issues:



– The scenario is not observable in terms of missing facts about the devices.
Especially the dependencies (influence) between actuators and sensors is
not given explicitly. This prohibits any analytical or semi-analytical, and
therefore also modeling-based, method, such as steepest descent or folded
spectrum. Instead, heuristic, black-box optimization methods seem more ap-
propriate.

– The problem to solve is dynamic, as any aspect or property may change.
Furthermore, these changes can appear at any time without notice.

– It is a multi-objective problem, as each sensor constitutes its own objective.
Furthermore, objectives may be contradictory to each other. For example,
when sensors that are close to each other measure the same physical modality
but have very different target values.

– All parameters are constrained as real-world devices can only work in a
limited range.

– Human perception is long-lasting tolerant for small errors, whereas large
errors are annoying even for short periods. Therefore, a good solution found
in short time is preferred over the perfect solution found after a long time.
Such human-based expectations exclude basic brute force methods, such as
exhaustive search or monte carlo optimization.

– Human perception is sensible for fast, large changes of physical modalities.
Therefore, solutions should be found in a smooth process. This property
excludes any method, where successive candidate solutions vary strongly
through the parameter space, such as the monte carlo method.

To a large extend, evolutionary algorithms seem to be a good choice for the
optimization problem at hand; they provide smooth transitions between parents
and offspring, they can cope with parameter bounds, they can adapt to changing
environmental conditions, and they are able to handle a dynamically changing
number of parameters. However, the concept of individuals as containers for
genomes requires that they are aware of the number of parameters, which is not
guaranteed for the given problem. Therefore, Section 3 proposes a modification
that allows evolutionary algorithms to even cope with this application type.

3 The Appliances-Go-Evolution Platform

This section describes the appliances-go-evolution platform, AGE-P for short, in
full detail. The description consists of a brief overview, the distributed setup,
the processing loop, the available options to cope with changes, and the options
to handle timing and physical constants.

3.1 The AGE-P algorithm: Overview

The key idea of AGE-P is to abandon any central processing; rather, AGE-P
physically distributes all the operations as well as involved data structures across
all devices, i.e., actuators and sensors. This means, for example, that in AGE-P,



every gene only resides in the actuator to which it belongs. Consequently, every
actuator hosts its own mutation operator, which is applied by the actuator to
only its private gene. In other words, none of the other components has any
knowledge about an actuator’s gene value or its particular variation operator.
Similarly, AGE-P distributes the fitness evaluation across the sensors present in
a scenario. A consequence of the chosen approach is that removing or adding
actuators automatically removes or adds the associated genes from or to the
genome. Similarly, removing or adding sensors automatically removes or adds
the associated objectives from the fitness evaluation.

The distributed handling of data and operations prohibits some complex evo-
lutionary algorithms, such as the Covariance Matrix algorithm [11] or the Smart
Hill Climbing algorithm [20]. These methods require data structures with com-
plete genome information in order to perform a single mutation of a single gene.
Storing such data structures on every device and keeping them synchronized
contradicts AGE-P’s automatic adaption to changes of the ensemble. Therefore,
in this first prototype, AGE-P is restricted to simple (µ +, λ)-evolution strategies.
Furthermore, to ensure smoothness and hence visual acceptance, as discussed in
Section 2, AGE-P operates in (1 +, λ)–mode.

3.2 The AGE-P algorithm: the Distributed Scheme setup

With the aforementioned conceptual modifications in mind, AGE-P assumes the
following setup:

1. All devices are split into two classes, sensors si and actuators aj . Actuators
are those devices that influence principal modalities, such as brightness, heat,
sound volume, and the like. Sensors, on the other hand, measure modalities.

2. Each sensor hosts its own, private, target value st
i.

1. The overall goal of
the AGE-P system is that all the differences between the actual sensor
measurements si and sensor targets st

i vanish, i.e., all partial fitness values
di = si − st

i → 0.
3. In order to allow for the utilization of a (1 +, λ)-evolution strategy, every

actuator hosts 1 +λ instances (genes) of its activation aj and the associated
fitness values, as well as its private mutation operator mj .

4. An aggregation function 2 agg(.) is used to evaluate the total fitness for the
actuator activations aj , i.e., a solution, from the partial fitness values di.

5. AGE-P assumes that a proper communication infrastructure, such as Blue-
tooth, WLAN, DECT, or the like, is in place and ready to be used.

1 It is generally assumed that the target values originate from either higher abstraction
levels, such as an intention module, or given user settings. The discussion of the
intension module, which is part of the ensemble’s infrastructure, is beyond the scope
of this chapter.

2 As with the target values, this function is assumed to arise from an intention module
or given user settings.



This setup implies the following generic fitness function to be minimized:

f = agg(..., di = si − st
i, ...), (1)

with
si = si(..., aj , ...). (2)

The distributed setup is illustrated in Figure 2 for the office illumination scenario
and a basic (1 + 1)- evolution strategy.

3.3 The AGE-P algorithm: The Processing Loop

The processing loop works as follows:

1. Initially, all sensors are tagged with reasonable target values st
i. Similarly,

all actuators choose suitable activations aj . In case of light sources, these
values might correspond to zero illumination.

2. Periodically, all sensors determine their current sensor values si, and broad-
cast the differences di = si − st

i (Fig. 3).
3. On the arrival of new differences di, each actuator calculates the fitness

of its current activation, i.e., gene, using the aggregate function agg(.). The
actuator selects the best genes according to the selection strategy and applies
its private mutation operator mj , i.e., aj ← aj +mj , in order to generate
offspring genes for the next generation. As a consequence, the actuators’
activations (randomly) change. The physics mediate these changes, which
the sensors si feed back in the next cycle. Please recall that all actuators
perform these steps in parallel (Fig. 4).

4. The process continues with step 2. Please note that the terms generation
and cycle only denote the same, if the (1 + 1)-evolution strategy is used.
Otherwise, the term “cycle” denotes each time, the sensors broadcast their
partial fitness values, whereas “generation” denotes each time, the actuators
have completely evaluated their genes and perform selection and mutation.

In AGE-P, the broadcast of the sensor values is the only data exchange, whereas
all actuator updates happen asynchronously and hence self-organized. As all
actuators work according to the same evolution strategy, they all evaluate the
same fitness for a specific genome, and they all come to the same selection
decisions. Therefore, this methods resembles the traditional evolutionary scheme,
but in an entirely distributed manner.

3.4 The AGE-P algorithm: Coping with dynamic changes

Dynamic changes, such as changing sun light, broken actuators, changed loca-
tions of the actuators and/or sensors, changing sensor targets, new devices, and
so forth, might invalidate the previously collected gene-fitness value pairs. To
cope with these changes, AGE-P periodically skips the selection process and
re-evaluates the best so far values.



Fig. 2. The distributed setup of AGE-P. Each sensor hosts its own target value st
i. Each

actuator hosts (1 +λ) instances of its activations aj (genes), along with the associated
fitness values, as well as a private mutation operator mj .

Some changes can be detected, such as changing sensor targets, new sensors
or new actuators. In these cases, the affected device should broadcast a special
trigger message in order to enable the re-establishment of a consistent state.

Other changes may not be detectable, for example failing devices, external
influences such as sun light, or changes in the location of devices. To cover these
cases, AGE-P applies the re-evaluation at regular time intervals, for example
every c cycles, with c being some system constant. Small values of c allow for
fast “detection”, whereas larger values increase the algorithm’s efficiency during
the normal working phase.

3.5 The AGE-P algorithm: Timing and Physical Constants

The timing of the sensors, i.e., the frequency of the sensor broadcasts, highly de-
pends on the specifically used devices. For example, filament-based light sources
can change only much slower than LED-based light sources, due to inertia of
their glowing wire. The easiest solution for this problem is to adapt the broad-
cast frequency to the slowest device. For the real-world results of the exemplary
office lighting scenario, presented in Section 5, this adaption has been realized
by hard-coding the frequency into the sensors. Automatic adaption and other
timing schemes are subject to further research.

4 Simulation

In order to validate the core concepts of the AGE-P framework, this section con-
siders several simulations that model the main aspects of the office illumination
scenario introduced in Section 2.



Fig. 3. Periodically, the sensors broadcast their differences, i.e., partial fitness values,
di = si − st

i. This is the only data exchange between devices in AGE-P.

4.1 Methods

The simulations presented in this section model the illumination of a certain
number of sensors by a certain number of light sources. The focus of these sim-
ulations is not on a realistic modeling of all the physical properties but rather
on the consideration of those aspects that are technically relevant for the algo-
rithm. The remainder of this section presents a description of the used parameter
settings as well as the considered scenarios.

Configuration of AGE-P: All experiments have been done with (1+1)-
AGE-P. This notation indicates that each actuator generates one offspring from
one parent and that it selects the better one as the parent for the next generation.

Sensors si: AGE-P employs a user-specified number k of sensors si. In the
validation study presented in Section 4.2, these sensors measure the illumination
at various locations, e.g., the users’ desks.

Fitness function f : All sensors calculate the difference di = si− st
i as their

partial fitness contribution. By means of a global communication infrastructure,
all sensors broadcast their differences di across the system. Each actuator uses
the sum of the squared differences to calculate the ensemble’s total fitness:

f =
k∑

i=1

di
2 =

k∑
i=1

(si − st
i)

2 . (3)

This choice of the least square method gives every sensor the same importance,
and therefore results in a fair compromise in case of contradicting sensor targets.

Actuators aj: The simulation employs l actuators aj , which represent l light
sources that are distributed in the environment. Every actuator employs its pri-
vate mutation operator aj ← aj +σ ·N(0, 1), with σ denoting a private step size
and N(0, 1) being a gaussian-distributed random number. Without loss of gen-
erality, all actuator values aj are bound to 0 ≤ aj ≤ 1. Unless otherwise stated,



Fig. 4. On the arrival of new differences, each actuator independently determines the
overall fitness of its current activation. It then selects the best for the next generation
and applies its private mutation operator mj in order to generate new offspring genes.

the step size is set to σ = 0.1 in all simulation scenarios. Please remember that
these actuators are not explicitly known to the sensors, the fitness evaluation, or
the system in general. Rather, the environment, i.e., the physics, autonomously
mediate their modalities towards the sensors si.

Simulation setup: The simulation setup resembles a typical workplace sit-
uation as shown in Fig. 1, with two light sensors and a certain number of light
sources.

For the sake of simplicity, the simulation uses idealized sensors, that respond
linearly to the incoming brightness. Therefore, the effect of light source aj on
sensor si can be modeled by a weight wji. The weights wji subsume all the
relevant physical effects, such as the light sources’ positions, their brightness,
their illumination characteristics, etc. In addition, most rooms have one or several
windows through which the sun might contribute some global illumination g.
In mathematical terms, this chapter utilizes the following (simplified) physical
model:

si = g +
l∑

j=1

wji · aj , (4)

with wji set to values plausible for the scenario depicted in Fig. 1. As a result,
the overall fitness function in the simulation corresponds to a quadratic function,
which is solvable by numeric optimization methods. It might be mentioned again,
that the mathematical model of Eq. (4) is not part of AGE-P, but solely used
for validation purposes within the simulation setup.

Depending on the chosen scenario (please, see below), the weights, the global
illumunation, the target sensor values, and the number of actuators sponta-
neously change over time, i.e., wji(t), g(t), st

i(t), and l(t) are all time dependent.
For the purpose of readability, the time t is omitted.



Scenario 1, System Startup: At startup time, all actuator values are set
to aj = 0 and g = 0, i.e., total darkness, and the target sensor values are set to
st
1 = 0.7 and st

2 = 1.2. These target values have been chosen deliberately. They
model some desired brightness, but have no specific physical interpretation. The
ensemble is then responsible to power up the light sources to the desired level.
This situation resembles an early winter morning, when the users enter the dark
office.

Scenario 2, Scalability: This scenario increases the number of actuators
from l = 2 to l = 100. The goal of this scenario is to test the scaling behavior of
AGE-P.

Scenario 3, System Dynamics: This scenario focuses on the ensemble
behavior in more dynamic setups. It starts off with two light sources per desk,
i.e., l = 4. In generation G = 150, a light source of each desk fails. Then,
in generation G = 300, the target sensor value of desk 2 is increased from
st
2 = 1.2 to st

2 = 1.5. This might model a situation in which a different person
starts working and might prefer a brighter desk. This situation implies that the
illumination of the other desk should remain unchanged.

Scenario 4, External Effects: This scenario starts off like the first one.
However, in generation G = 150, the external (sunshine) illumination is set to
g = 1, and is reduced to g = 0.5 in generation G = 300. This scenario models the
influence of external modalities, which are outside the control of the ensemble. A
further challenge is that during generations 150 ≤ t ≤ 300, the ensemble cannot
reach the specified target values, since the external illumination already exceeds
target value st

1.

4.2 Results

The simulation results of the four experiments are summarized in Figs. 5 to 8.
On the x-axis, the figures show the generation, and on the y-axis, they show
the target sensor values st

i, their actual readings si, and the global ensemble
fitness f (Eq. (3)). All data were obtained from 500 independent runs. From
all these runs, the figures always present the average value of the corresponding
generation.

All figures clearly indicate that the global system error closely follows an
exponential decrease, and that thus after some adaption time, the AGE-P al-
gorithm arrives at the specified target values, i.e., si ≈ st

i. This is not only
observable in the simple scenarios 1 and 2, but also in the more dynamic one
(Fig. 7) in which the target values change over time. The only exception occurs
in the fourth scenario (Fig. 8) between generations 150 and 300. However, it has
already been discussed above that AGE-P cannot reach the target values, since
the external illumination is brighter than the specification demands. In other
words, the small deviation from the optimum is not due to AGE-P, but due to
the physical limitations; but even in this case, AGE-P returns to the optimum
shortly after the reduction of the external illumination in generation G = 300.

It might be quite interesting to take a look at the scaling behavior of the
proposed self-organization algorithm. Normally, an increasing number of com-



Fig. 5. Scenario 1 resembles the basic situation of powering up the light sources from
darkness to a desired brightness.

ponents slows down the system convergence speed. However, a comparison of
Fig. 5 and Fig. 6 indicates that a larger ensemble (i.e., 50 light sources per
desk) reaches the optimum even faster than a smaller one (i.e., 2 light sources
per desk). This effect is counter-intuitive, but probably due to a significantly
increased number of actuator configurations that match the optimum sensor
readings.

Another interesting aspect of AGE-P’s scaling behavior is the independence
of the number of actuators with respect to the cost of fitness calculation, selec-
tion, and mutation. Instead, as each actuator brings in its own processing unit,
the fitness calculation cost only depends on the number k of sensors, whereas
selection and mutation cost are entirely independent of the ensemble’s size.

Rather than focusing on convergence speed, the application at hand focuses
on a smooth adaption of its actuators. To this end, the step size σ should be
set to rather small values; larger values would speed up the adaptation process,
but would also induce significant fluctuations around the optimum, which might
be rather annoying in real-world applications. Furthermore, a larger number of
actuators, such as a total of 100 light sources used in Scenario 2, requires a
smaller step size, such as σ = 0.02. Otherwise, the fluctuations would be way
too large to be acceptable. Therefore, future research will be devoted to a proper
distributed self-adaption scheme of the step size σ.

It should be mentioned that the simulation results do not allow conclusions
on the realtime behavior of AGE-P. Physical devices suffer from inertia, whereas
the simulated devices changed their state with the computer’s calculation speed.
This issue is addressed in the next section.



Fig. 6. Scenario 2 resembles Scenario 1, but with 100 instead of only 2 light sources.

5 Proof-of-Concept in a Real-World Scenario

The simulations presented in Section 4 have shown that the AGE-P framework
is suitable for the office lighting problem. In addition to these simulations, which
consider only selected real-world aspects by their very nature, this section dis-
cusses the setup and results of a physical instance of the same application. The
details of the used hardware components, which include the wireless communi-
cation infrastructure, the light sensors, and the light source controllers, can be
found in Appendix A.

5.1 Office Setup and Methods

Figure 1 has already shown the floor plan of the authors’ office space, which
has been used to perform the real-world experiments. Two light sensors have
been deliberately placed on the desks near the keyboards. Four light sources
(standard lamps) have been deliberately placed according to the available space.
Finally, a PC is used as a global radio communication router. The remainder of
this subsection presents a description of the considered scenarios as well as the
used parameter settings.

Configuration of AGE-P: As with the simulation, all experiments have
been done with (1+1)-AGE-P. In order to simplify testing and benchmarking,
this first real-world version of AGE-P has been realized on a PC. Nonetheless,
AGE-P has not been configured in any way to match the specifics of the room
setup. Though the test system knows about the sensors and light sources, it does
not know about their relation, i.e., brighter light sources cause higher sensor
readings. Furthermore, it is not aware of the light sources’ positions, nor does it
know whether or not a light source is plugged in.



Fig. 7. Scenario 3 focuses on the ensemble behavior in more dynamic setups. In gen-
eration G = 150 two of four light sources fail, in generation G = 300 the second sensor
target value is increased from st

2 = 1.2 to st
2 = 1.5.

Light sensors: The light sensors read their values from their analog-to-
digital converters, and send these 10-bit values to the PC, where they are lin-
early transformed to values ranging from 0 to 1. A value of 0 corresponds to
almost total darkness, whereas a value of 1 corresponds to high brightness. In
the authors’ office, the typical room brightness on a cloudy day ranges from
values between 0.6 (desk 1) and 0.8 (desk 2).

Light sources: The brightness values of the light sources are normalized
and bound to [0, 1], and are also hosted on the central PC. These values are
linearly transformed to timer values for the light sources’ phase angle controls,
and then send to the light sources.

Fitness function: Fitness calculation happens exactly the same way as
has been done in the simulation (Eq. 3). However, this time, the overall fitness
function is way more complicated than in the simulation, due to strong non-
linearities in the characteristic curves of light sources and sensors.

Mutation: The module of every light source employs its private mutation
operator aj ← aj +σ ·N(0, 1), with aj denoting the internal representation of the
jth light source’s brightness. After mutation, the value is bound to [0, 1]. In the
mutation operator, σ denotes a private step size. It has been deliberately set to
0.2 for all scenarios and all light sources. N(0, 1) denotes a gaussian-distributed
random number.

Re-evaluation: Each second step, mutation is left out in favor of re-evaluation.

Scenarios: In this setup, all experiments from Section 4 have been performed,
except the scalability test, as 100 light sources were not at the authors’ disposal.
Due to the strong nonlinearity of the sensors, brightness could only be measured
sufficiently for quit dark scenarios. Otherwise, the normal daylight already dom-



Fig. 8. This scenario models the influence of external modalities, which are outside
the control of the ensemble. Especially, between G = 150 and G = 300, the external
influence already exceeds the target value st

1 and therefore prevents the system to reach
the specified goal.

inates the office’s illumination. Therefore, the office’s window blinds had been
closed and a very cloudy day had been chosen for the experiments, as sunny
days turned out to be too bright even with closed window blinds.

For all scenarios, the target values of the sensors have been deliberately cho-
sen, such that the light sources could theoretically provide the desired brightness
levels.

Scenario 1, System Startup: This scenario directly corresponds to Sce-
nario 1 of the simulation. Light sources 1 and 3 are used, each set to darkness
at the beginning. The target sensor value for desk 1 and 2 are set to st

1 = 0.45
and to st

2 = 0.6, respectively.
Scenario 2, System Dynamics: This is the equivalent of Scenario 3 of the

simulation. All four light sources are used. It starts off with all light sources set to
darkness. After 40 generations, one light source of each desk fails. In generation
80, the target value of sensor 2 is decreased from st

2 = 0.6 to st
2 = 0.5. The target

value of sensor 1 is set to st
1 = 0.5 for the entire run.

Scenario 3, External Effects: This scenario is the pendant of the fourth
simulation scenario. Again, only light sources 1 and 3 are used. The scenario
starts off like the first one. However, after 40 generations, the ordinary room
illumination is switched on, and after 80 generations switched off again. This
scenario focuses on the ensembles behavior in the presence of external modali-
ties that are beyond the control of the system. A further challenge is that the
ensemble cannot reach the optimum during this time, as the room illumination
is too bright. However, after generation 80 the system must find the optimum
again.



5.2 Results

The results of the real-world experiments are summarized in Figs. 9 to 11. On
the x-axis, these figures show the generation, and on the y-axis they show the
target sensor values st

i, their actual readings si, and the overall ensemble fitness
f , i.e., the global error. The figures show the average values of 50 independent
runs.

The differing starting values of the same sensor between different figures
results from the daylight, changing over the day. The daylight’s influence is also
reflected in the much higher starting value of sensor 2, which is nearer to the
window than sensor 1.

In all figures the error closely follows an exponential decrease, such that after
some adaption time, AGE-P approaches the optimum, i.e., si ≈ st

i. This is not
only observable in the simple Scenario 1, but also in the more dynamic Scenarios
2 and 3, where some target sensor values change and external influences appear.
The only major exception occurs in the middle of Scenario 3, where the room
illumination is switched on. Even though AGE-P was completely switching off all
light sources, expressed in the slight decrease of the error between generations 40
and 80, the room illumination itself exceeds the desired brightness levels by far.
Nevertheless, after the room illumination was switched off again in generation
80, AGE-P quickly returns back to the original optimum.

Another minor exception occurred in generation 40 in Scenario 2, where two
of the four light sources failed. Even though AGE-P was setting all light sources
to their maximum values, they are simply not powerful enough to satisfy the
user demands. Both exceptional cases are not due to limitations of AGE-P, but
due to physical limitations themselves.

Inertia of the used light sources and sensors allowed only about 5 changes
per second, which corresponds to 1/5 seconds per generations. This is the time
constant that has been used for the experiments presented above. Therefore,
it took AGE-P about 10 seconds to converge, respectively to reconverge after
changes. During this time, no step size adaption was performed and flickering
of the light sources was clearly noticeable. Obviously, 10 seconds of flickering
is unacceptable for humans. Therefore, AGE-P should exploit further options
to integrate a step size adaption method into its distributed processing scheme,
starting with very large steps in order to find a good solution within the first
few seconds. Fine-adjustment could then be performed at slow speed, i.e., small
step sizes, that do not cause noticeable flickering. Furthermore, AGE-P should
exploit the fact that devices, such as lamps, can perform small changes faster
than large changes. This could be used to speed up the fine-adjustment phase.

6 Conclusions

This chapter has proposed a distributed evolutionary algorithm, called AGE-
P, for the self-organization of smart-appliance ensembles. A key feature of this
algorithm is that it does not maintain assembled genomes in the traditional



Fig. 9. Scenario 1 resembles the basic situation of powering up the light sources from
darkness to the desired brightness.

sense. Rather, AGE-P physically distributes all gene values across all devices, and
evaluates only the resulting sensor modalities. Furthermore, the application of
the variation operators is done by the actuators rather than a central processing
instance.

The presented results from simulation and real-world experiments indicate
that the proposed method is suitable as the self-organization mechanism for
smart-appliance ensembles. In addition to the required basic adaptation capa-
bilities, the AGE-P framework scales well, as has been shown in the simulation.
Furthermore, AGE-P is also able to cope with the inherent system dynamics of
those ensembles, such as failing lights and changing user demands.

Obviously, the office lighting scenario covers only a fraction of the possible
everyday life scenarios. Therefore, future research will be devoted to the inte-
gration of further modalities, such as sound, which is orthogonal to light, or
power consumption, which is even opposed to both light and sound. As most
devices, light sources operate non-linearly. Thus, different configurations result
in equivalent outcomes but with different power consumptions. In order to ex-
ploit this phenomenon, AGE-P will explore further aggregation functions, such
as weighted sums, hierarchies or pareto fronts [18].

As has been said above, not all modalities interact with each other; examples
are light and sound. On the other hand, the AGE-P algorithm currently varies
all actuators in order to find solutions, which can be very disturbing. Therefore,
future versions of AGE-P will be enhanced with an ontology-learning component.

If, for example, the Covariance Matrix algorithm could somehow be applied
to AGE P, then, after a while, its matrix could be used to derive an ontology
that would consist of a clustering of the actuators with respect to the sensors
they influence. Such a “learned” ontology might enable the entire system to
significantly improve the system’s adaptation speed and actuator smoothness.



Fig. 10. Scenario 2 focuses on the ensemble’s behavior in more dynamic setups. At
generation G = 40, two of the four light sources failed, and at generation G = 80, the
second target sensor value was decreased from st

2 = 0.6 to st
2 = 0.5.

Furthermore, with cluster-learning capabilities, AGE-P could be used as a pre-
configuration system, for example in large event halls with many speakers and
light sources. Given a night or so before the event and a number of sensors
within the hall, AGE-P could provide useful information for the adjustment of
light sources and speakers.

The results also show that the behavior of AGE-P depends on the chosen
step size σ of the mutation operators, privately employed in every actuator.
Obviously, larger values of σ speed up the adaption process, but also induce
significant fluctuations around the optimum. To this end, the step size σ was
chosen as a compromise between adaption time and fluctuation. However, the
real-world experiments revealed, that (1) even small brightness fluctuations are
noticeable and annoying, and (2) any time longer than a few seconds to adjust the
lights is unacceptable. Furthermore, the real-world experiments have shown that
AGE-P has to cope with varying time constants. For example, slight brightness
changes can be performed faster than drastic brightness changes. These timing
constants depend on the chosen devices and potentially other system parameters.
Therefore, future research will be devoted to the development of an adequate
self-adaption mechanism.
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Fig. 11. This scenario examines the influence of external modalities, which are outside
the control of the ensemble. Between G = 40 and G = 80, the room illumination,
which is external to the system, already exceeds the target sensor values and therefore
prevents the system to reach the specified goal.

A Hardware Components

Figure 12 depicts the general hardware configuration used in the real-world ex-
periments. It can be seen that the hardware components consist of several radio
communication modules as well as controllable light sources and light sensors.
For the light sources, customary standard lamps have been used, enhanced by a
circuitry for controlling the brightness, which itself is connected to a radio unit.
The light sensors have been realized using simple photo diodes, which have also
been connected to radio units. Finally, a standard PC has been connected to
such a radio unit via a serial communication line. This enables the PC to act
as a global router for all radio transmission, which in turn allows easy shifting
of tasks between the distributed units and the central PC. During development,
this property has been strongly utilized, as the current initial testing version
performs the majority of all tasks on the PC, having full control over all pro-
cessing and data, whereas the final version will merely use the PC to set target
values at the sensors and to read all the state information from the ensemble, in
order to create statistical results.

A.1 Radio Communication

The required radio communication has been realized with the CC1010 micro-
controllers (Fig. 13), which are widely used and manufactured by Chipcon [7].
This controller contains an integrated radio unit, and is shipped with a well-
documented standard software library, which allows programming of the radio
unit by means of a simple datagram-socket protocol. This relieves the developer



Fig. 12. The hardware setup consists of photo diodes, standard lamps, and a PC that
are all connected to radio communication modules. The PC acts as a global router for
all the radio messages.

Fig. 13. The radio communication is realized by the widely used CC1010 controller
from Chipcon.

from additional hardware and software tinkering work, especially from connect-
ing a stand-alone radio unit to a general-purpose microcontroller. The CC1010
radio module achieves a data rate of up to 76.8 Kbit/s, which is sufficient for the
task at hand. Furthermore, the on-board 8-bit controller is clocked at 14.7 MHz,
which is certainly powerful enough not only to serve as a mere radio unit, but
also to perform the other required tasks, such as controlling a light source, read-
ing and processing the sensor readings, and executing the required evolutionary
operators, at the same time.

A.2 The Light Sensor

Figure 14 shows the realization of the light sensor. A simple photo diode of
type A1060-12 along with a 10 KΩ resistor is directly connected to the on-board



Fig. 14. Brightness is measured with a simple photo diode and a resistor, which are
directly connected to the on-board analo-to-digital converter.

analog-to-digital converter of a CC1010. Again, the standard software library
provides functions that allow comfortable access to the converter.

A.3 Light Source Control

The task of this controller is to set a light source’s brightness according to an
incoming integer value. A main challenge is that both parties operate at very
different voltages: the radio unit has a power supply of 3.3 V, whereas the light
source operates at 220 V AC and 50 Hz. This challenge is normally solved by
using two modules: a power module and a zero-crossing-detection module. For
safety reasons, these modules are entirely detached from the radio unit via two
opto-couplers.

Fig. 15. The light source controller connects the low-voltage radio unit with the high-
voltage light source. Details can be found in the text.



Figure 15 depicts the entire controller. The top part shows the 3.3 V power
supply for the radio unit. The lower part depicts the aforementioned zero-
crossing-detection module and the power module. The TIC206M triac is the main
component of the power module. After it has been activated it delivers the 220 V
to the light bulb. However, once the high-voltage AC current crosses the zero
line, the triac blocks the power supply until it is activated again. For the triac’s
activation a very short pulse is sufficient which is transfered from the radio unit
to the triac via the opto-coupled MOC3020 diac.

The zero-crossing-detection module sends a signal to the radio unit whenever
the 220 AC voltage drops to zero, which happens a hundred times per second.
The zero voltage detection is done as follows. First of all, the alternate current
is converted to a direct current, which drives the LED of a standard 4N25 opto-
coupler. Due to the driving alternate current, this LED switches on and off a
hundred times per second, which is detected by a light-sensitive transistor (also
part of the 4N25 opto-coupler). The transistors signal is then attenuated by two
74HC14N Schmitt triggers, which activate the microcontroller’s interrupt request
line. After the occurrence of an interrupt, the microcontroller waits the time as
specified by the internal integer value, and then activates the triac as described
above.

Figure 16 shows the controller’s overall behavior. At regular times, it switches
the light source’s power supply on and off. Since this happens a hundred times
per second and since the physical time constants of the light bulbs are quite
high, the light source emits a constant illumination with a controllable intensity.
Figure 17 shows the actual hardware.

Fig. 16. The phase angle control sets the light bulb’s brightness by switching on and
off the power supply a hundred times per second. Due to physical reasons, no flickering
is noticeable.
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