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Abstract. The pertinent literature controversially discusses in which respects evo-
lutionary algorithms differ from classical gradient methods. This chapter presents
a hybrid, called the evolutionary-gradient-search procedure, that uses evolutionary
variations to estimate the gradient direction in which it then performs an optimiza-
tion step. Both standard benchmarks and theoretical analyses suggest that this hybrid
yields superior performance. In addition, this chapter presents inverse mutation, a
new concept that proves particularly useful in the presence of noise, which is om-
nipresent in almost any real-world application.

1 Introduction

In the field of continuous parameter optimization, an optimization algorithm aims
at finding a set of n real-valued parameters xo

i , also called optimizer xo, such that
an objective function f (xo

1, . . . ,x
o
n) = f (xo) assumes an optimal value. Depending

on the particular application, the term “optimal value” refers to an overall minimum
∀x : f (xo) ≤ f (x) or an overall maximum ∀x : f (xo) ≥ f (x). Without loss of gen-
erality, it is sufficient to consider only minimization tasks, since maximizing f ()
is equivalent to minimizing − f (). In practice, many problems impose further con-
straints on the parameters, also called feasible search space, that have to be taken
into account.

In case the objective function cannot be explicitly solved for the parameters xi,
the designer must resort to iterative methods where a sequence xt≥1 is to be gener-
ated. The goal is that in the limit limt→∞ ‖xt − xo‖ ≤ ε , the search points xt arrive
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arbitrarily close to the optimizer xo. Depending on the problem’s nature and the
chosen requirements, it might also be sufficient to get arbitrarily close to a local
optimum.

The very many algorithms provided by the pertinent literature on optimization
can be categorized by the way in which they utilize knowledge gathered in previous
steps to generate new search points xt+1. The Monte Carlo search, for example,
generates all search points at random, and thus, does not utilize any previous search
points at all.

Newton’s gradient search method, also known as steepest descent, uses the first
derivatives ∂ f/∂xi along each coordinate axis to determine the n-dimensional gra-
dient g

g = ∇ f (x) =
(

∂ f
∂x1

, . . . ,
∂ f
∂xn

)T

. (1)

If the objective function is not given in an explicit analytical form, the first deriva-
tives can be approximated by n differences, which require n + 1 experiments (i.e.,
function evaluations):

∂ f/∂xi ≈ f (xt
1, . . . ,x

t
i + Δx, . . . ,xt

n)− f (xt
1, . . . ,x

t
i, . . . ,x

t
n)

Δx
. (2)

At any point x, the gradient g always points in the direction of the maximal increase
of f (x). Hence, it is always perpendicular to the (n-1)-dimensional hyper surface
f (x) = c with constant objective function values. Thus, by repeatedly subtracting
sufficiently small fractions η of the locally calculated gradients gt

xt+1 = xt −ηgt = xt −η∇ f (xt) , (3)

the steepest-descent method converges to the next (local) optimum of any continu-
ously differentiable objective function f (x) from any initial point x0. The literature
[12, 14] provides numerous programming examples and acceleration methods.

Evolutionary algorithms, such as genetic algorithms [10], evolutionary program-
ming [8, 9], and evolution strategies [15, 21] (see [5] for a comparison of these
methods), operate in a different manner. They all maintain a population of μ search
points x1..μ

t from which they generate λ offspring x1..λ
t by applying random vari-

ation operators, such as mutation and recombination. After assigning a fitness or
error value by using the objective function f (·), specific offspring are selected as
parents for the next generation.

At first glance, gradient descent methods and evolutionary algorithms seem to be
two frameworks that do not have much in common. Some believe that evolution-
ary algorithms are not gradient descent methods [6], whereas others believe they
are [15] or partly work like them [18]. Regardless of a particular perception, the
following property can be noted: gradient descent methods use all n experiments
(fitness evaluations) to calculate the direction of progress, i.e. the gradient direction,
whereas evolutionary algorithms advance towards better fitness values by select-
ing offspring with above-average fitness values. In other words, since mutation and
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recombination are normally unbiased random variations, selection is the mechanism
with which evolutionary algorithms proceed towards better solutions.

As has been indicated above, selection is a key element of evolutionary algo-
rithms for advancing to better solutions. It is interesting to note though that selec-
tion is inherently linked to discarding potentially valuable information. This raises
the question of whether or not all offspring can be easily used to gain progress. To
provide a partial answer, Section 2 describes a hybrid method, called evolutionary-
gradient-search (EGS) procedure, that incorporates elements from both approaches.
The EGS procedure is a hybrid in that it estimates the local gradient direction g
by applying random variations (i.e., mutations), and then deterministically searches
along that direction. The results, as presented in Section 3, indicate that indeed all
offspring can be beneficially utilized. Using all individuals rather than some selected
ones improves the procedure’s performance.

Experimental results are important in order to validate a new concept. How-
ever, experiments are limited to the investigation of certain aspects. Section 4 thus
presents a short theoretical analysis, which supports the experimental findings. Fur-
ther theoretical analyses, as presented in Section 5, indicate a progressive perfor-
mance degradation in case of noisy fitness evaluations. Since noise is present in
virtually any practical application, Section 5 analyses the main mechanisms respon-
sible for the observable performance degradation. In order to overcome these limits,
Section 6 discusses the concept of inverse mutations.

The pertinent literature on traditional and evolutionary optimization provides a
large number of possible enhancements, such as the momentum term, individual step
sizes, and correlated mutations. Section 7 discusses the incorporation of some of
these into the EGS procedure. Finally, Section 8 concludes with a brief discussion.

2 The EGS Procedure

This section starts off with an informal description of the EGS procedure’s main
concepts. Figure 1 presents a generic situation, which allows for the following ob-
servations:

1. The three randomly generated mutation vectors z(1..3)
t lead to superior individuals

y(1..3)
t with fitness values f (y(1..3)

t ) < f (xt).
2. The three other mutations z(4..6)

t result in inferior individuals y(4..6)
t with fitness

values f (y(4..6)
t ) > f (xt).

3. The fitness advantage or disadvantage f (y(i)
t )− f (xt) depends on the mutation

vector z(i)
t and is thus different for every offspring y(i)

t , which is also called a trial
point.

4. The fitness difference f (y(i)
t )− f (xt) is negative for superior trial points and pos-

itive for inferior ones. Hence, the weighted trial point ( f (y(i)
t )− f (xt))z

(i)
t always

points away from the optimum.
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Fig. 1 In the displayed situation, trial points y(1..3) yield some progress, whereas trial points
y(4..6) yield candidates with inferior fitness than the parents. However, candidates y(4..6) sug-
gest that some progress might be attainable in the reversal directions −z(4), −z(5), and −z(6)

As has already been argued above, most evolution strategies, such as a (3,6)-
evolution strategy would probably discard those offspring that “go into the wrong
direction”. By contrast, however, the EGS procedure assumes that inferior offspring,

such as y(4..6)
t in Figure 1, suggest that some progress may be obtained in the rever-

sal direction−z(4)
t ,−z(5)

t , and−z(6)
t . Based on this observation, it estimates the true

local gradient direction gt by using all mutation vectors z(i)
t , which are weighted by

the fitness difference f (y(i)
t )− f (xt). After estimating the gradient direction gt , it

applies a rather traditional gradient-descent step xt+1 = xt −σt+1gt at the current
search point xt . In summary, the EGS procedure uses populations of offspring to ex-
plicitly estimate the gradient direction in which it tries to advance to the optimum.
It then collapses the entire population to only one individual in order to apply a
gradient-descent step to a single search point. The remainder of this section focuses
on a rather formal description of the procedure.

In each iteration (generation) t, the procedure starts off at one particular search
point, denoted as xt . In its simplest form, it then applies the following operations:
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1. Generate i=1, . . . ,λ offspring y(i)
t as trial points

y(i)
t = xt + σz(i)

t (4)

from the current point xt at time step t, with σ>0 denoting a step size, z(i) de-
noting a mutation vector consisting of n independent, normally distributed com-
ponents.

2. Estimate the gradient direction g̃t :

g̃t =
λ

∑
i=1

(
f (y(i)

t )− f (xt)
)

z(i)
t . (5)

3. Perform a step

xt+1 = xt −σt+1
√

n
g̃t

‖g̃t‖ = xt −σt+1z(prog)
t , (6)

with z(prog)
t =

√
ng̃t/‖g̃t‖ denoting the progress vector.

The EGS procedure can self-adapt the step size σt by performing the follow-
ing simple test (see, also, [18]):

σt+1 =
{

σt ζ if f (xt −σt ζ z(prog)
t )≤ f (xt − (σt/ζ )z(prog)

t )
σt/ζ otherwise

(7)

with ζ ≈ 1.8 denoting a variation factor (see, also, [20]). The adaptation step
in Eq. (7) requires two function evaluations. However, since one of the two test
steps is equivalent to the actual progress step of Eq. (6), the self-adaptation of
the step size σt requires only one additional function evaluation, which is small
in comparison to the number λ of trial points. That is, the procedure’s computa-
tional cost is λ +2 function evaluations per iteration, which already includes the
necessary self-adaptation of the step size σt .

3 Basic Behavior

The purpose of this section is to examine the procedure’s basic behavior and the
possible benefits of using all offspring (for estimating the local gradient direction).
Unless otherwise stated, the procedure has used the following parameter settings:
σ0 = 0.1, ζ = 1.8, n = 10 dimensions, x0 = (1000, . . . ,1000)T , and t = 100 steps
averaged over 50 independent trials. In these experiments, the initial step size σ0 is
deliberately ill-set in order to demonstrate the procedure’s self-adaptation ability.

The sphere model fsphere(x) = ∑n
i=1 x2

i is the simplest test case. Figure 2 shows the
procedure’s optimization behavior as a function of the number λ of offspring (trial
points). The figure clearly shows that the number λ of offspring significantly influ-
ences the procedure’s convergence speed, which can be expected from the gradient
estimate. According to Eq. (5), an increasing number λ of offspring per iteration
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increases the accuracy with which the actual gradient is estimated. It is interesting
to note, however, that a saturation at λ ≥ 200 can be observed. From that point on, a
larger number of offspring does not lead to a more accurate estimate of the gradient.
The influence of the number of offspring λ can be summarized by saying that up to
a saturation point, which depends on the fitness function f (x) and the n number of
dimensions, the accuracy of the gradient estimation can be increased by increasing
the number λ of offspring.

Figure 2 also shows the procedure’s adaptation behavior of the step size σt .
Due to the initialization of x0 = (1000, . . . ,1000)T , optimization starts at an ini-
tial fitness of f (x0) = 107. During approximately the first 16 iteration steps, no
significant fitness improvement can be observed, since the step size σt has a value
that is way too small. At iteration 16, however, the step size has reached the value
σ16 = σ0 ζ 16 = 0.1×1.816 ≈ 1214, which is in the order of the remaining distance
to the optimum. In the subsequent generations, linear convergence can be observed,
which goes along with a continuous decrease of the step size. It should be noted
that due to its step-size update in (7), the procedure requires merely 4 iterations to
update the step size by an order of magnitude.

The behavior of the EGS procedure is further illustrated in Figure 3. This figure
shows the evolution of two selected variables, x1 and x2, over time for two different
values λ = 1 and λ = 100 of the number of trial points per iteration. The t-index is
neglected in the figure for readability. It can be seen that for λ = 1 the evolutionary

Performance at the Sphere with n=10 Dimensions

Fig. 2 The convergence speed over 100 steps as a function of the number λ of offspring. It
can be observed that up to a saturation point at λ ≈ 200, an increase of λ leads to an increase
of the convergence speed.
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Evolution of two Selected Variables x1 and x2

Fig. 3 The evolution over time of two selected variables, x1 and x2, as a function of the
number λ of trial points. For λ = 1 the evolutionary path is rather erratic, whereas it is
almost along the gradient direction for λ = 100.

path is rather erratic, whereas the path for λ = 100 is close to the direction of the
gradient. This observation supports the behavior described above.

Figure 4 illustrates the scaling behavior of the EGS procedure when applied to
the sphere model fsphere with different dimensions n. The figure shows the average
number of generations required to reach a precision of ‖xi− xo

i ‖ ≤ ε = 10−5 for
all parameters xi when using a constant number λ = 30 of test candidates. From
the figure, it can be seen that the EGS procedure exhibits an almost linear scaling
behavior.

Figure 5 shows the performance of the EGS procedure when applied to the ellip-
soid fellipsoid(x) = ∑n

i=1 ix2
i . In order to be independent of the initialization, the figure

plots the normalized, logarithmic performance log( f ∗) = log( f (x0)/ f (xt)), which
indicates the achieved improvements in orders of magnitude. The general behavior
is similar to the case of the sphere model. The progress is smaller, though, due to
the different eigenvalues.

Figure 6 shows the performance of the EGS procedure when minimizing the step
function fstep(x) = ∑n

i=1
|xi|+0.5�2, with 
·� denoting the floor function that yields
the largest integer smaller than its argument. Again, it can be seen that increasing

the number λ of trial points y(i)
t per iteration accelerates the convergence speed.
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Fig. 4 The average number of generations of the EGS procedure with λ = 30 trial points to
acquire a precision of ‖xi−xo

i ‖ ≤ ε = 10−5 for all parameters xi when minimizing the sphere
model fsphere with different dimensions n. It can be clearly seen that the EGS procedure
exhibits an almost linear scaling behavior.

Fig. 5 The normalized, logarithmic progress over 2000 steps as a function of the number λ
of trial points when EGS minimizes the ellipsoid fellipsoid
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Fig. 6 Performance of the EGS procedure momentum as a function of the number λ of trial

points y(i)
t when applied to the step function fstep(x) = ∑n

i=1
|xi|+0.5�2. After reaching the
minimum, the procedure oscillates in the neighborhood. In all 50 runs, the EGS procedure
found the optimum.

The observable oscillations are due to intermittent increases of the step size σt . In
all four test cases λ ∈ {3,10,30,100} the procedure found the optimum in all 50
runs. On average, the procedure requires 3107 (λ = 3), 317 (λ = 10), 85.2 (λ =
30), 24.3 (λ = 100), and 15.6 (λ = 300) generations for finding the optimum with
fstep(0) = 0. In all runs, the initial step size was set to σ0 = 3 as has also been done
for evolution strategies [5]. As has been reported, a (30,200)-evolution strategy with
individual step sizes requires approximately 4000 generations, whereas a simple
(30,200)-evolution strategy with one global step size fails on this task [5]. Further
comparisons with evolutionary programming and genetic algorithms have shown [5]
that evolutionary programming requires approximately 7500 generations, whereas
a canonical genetic algorithm with bit-coding representations failed on this task.

4 Theoretical Analysis

Most theoretical performance analyses so far have been done on the quadratic func-
tion f (x1, . . . ,xn) = ∑i x2

i , which is also known as the sphere model. This choice has
two main reasons: First, most other functions are currently too difficult to analyze,
and second, the sphere model approximates the optimum’s vicinity of many (real-
world) applications reasonably well. Thus, the remainder of this chapter also uses
this choice.
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The theoretical analysis presented in this chapter also considers the (μ/μ ,λ )-
evolution strategy, since it is mathematically well analyzed and since it yields a
very good performance [7, 15]. The (μ/μ ,λ )-evolution strategy maintains μ par-
ents, applies global-intermediate recombination on all parents, and applies normally
distributed random numbers to generate λ offspring, from which the μ best ones are
selected as parents for the next generation. In addition, this strategy also features a
step size adaptation mechanism. Further details can be found in the literature [1, 7].

As a first performance measure, the rate of progress is defined as

ϕ = f (xt)− f (xt+1) (8)

in terms of the best population members’ objective function values in two subse-
quent time steps t and t+1. For standard (μ ,λ )-evolution strategies operating on the
sphere model, Beyer [7] has derived the following rate of progress ϕ :

ϕ ≈ 2Rcμ,λ σ −nσ2 , (9)

with R = ‖xt‖ denoting the distance of the best population member to the opti-
mum and cμ,λ denoting a constant that subsumes all influences of the population
configuration as well as the chosen selection scheme. Typical values are: c1,6=1.27,
c1,10=1.54, c1,100=2.51, and c1,1000=3.24 [15]. To be independent of the current dis-
tance to the optimum, normalized quantities are usually considered (i.e., relative
performance):

ϕ∗ = σ∗cμ,λ −0.5(σ∗)2 with

ϕ∗ = ϕ n
2R2 ,σ∗ = σ n

R . (10)

Similarly, the literature [1, 3, 7, 15] provides the following rate of progress formulas
for EGS and the (μ/μ ,λ )-evolution strategies:

ϕ∗EGS ≈ σ∗
√

λ
1 + σ∗2

/4
− σ∗2

2
, (11)

ϕ∗μ/μ,λ ≈ σ∗cμ/μ,λ −
σ∗

2μ
. (12)

Both formulas assume a large number of dimensions n 1.
The rate of progress formula is useful to gain insights about the influences of vari-

ous parameters on the performance. However, it does not consider the computational
costs required for the evaluation of all λ offspring. For the common assumption that
all offspring be evaluated sequentially, the literature often uses a second perfor-
mance measure, called the efficiency η = ϕ∗/λ . In other words, the efficiency η
expresses the sequential run time of an algorithm.

Figure 7 shows the efficiency of both algorithms according to Eqs. (11) and (12).
It can be seen that for small numbers of offspring (i.e., λ≈5), EGS is most efficient
in terms of sequential run time and superior to the (μ/μ ,λ )-evolution strategy.
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Fig. 7 Rate of progress of EGS and (μ/μ,λ )-evolution strategies according to Eqs. (11) and
(12). Further details can be found in [1, 3].

5 The Problem of Noise

Section 4 has analyzed the performance in terms of obtainable progress rates for
the undisturbed, noise-free case. The situation changes, however, when considering
noise, i.e., noisy fitness evaluations. Noise is present in many if not all real-world
applications. For the viability of practially relevant optimization procedures, noise
robustness is thus of high importance.

5.1 Performance Analysis of Noisy Fitness Evaluations

Noise is most commonly modeled by additive N(0,σε ) normally distributed random
numbers with standard deviation σε . For noisy fitness evaluations, Arnold [1] has
derived the following rate of progress for the EGS procedure

ϕ∗EGS ≈ σ∗
√

λ
1 + σ∗2

/4 + σ∗2
ε /σ∗2 −

σ∗2

2
, (13)

with σ∗ε = σε n/(2R2) denoting the normalized noise strength.
Figure 8 demonstrates how the presence of noise σ∗ε reduces the rate of progress

of the EGS procedure. Eq. (13) reveals that positive progress can be achieved only
if σ∗ε ≤

√
4λ + 1 holds. In other words, the required number of offspring (trial

points) required to estimate the gradient direction grows quadratically with the noise
strength σ∗ε .
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Fig. 8 The rate of progress ϕ∗ of EGS progressively degrades under the presence of noise
σ∗ε . The example has used λ=25 offspring. Further details can be found in [1].

Another point to note is that the condition σ∗ε ≤
√

4λ + 1 incorporates the nor-
malized noise strength. Thus, if the procedure approaches the optimum, the distance
R decreases and the normalized noise strength increases. Consequently, the proce-
dure exhibits an increasing performance loss as it advances towards the optimum.

By contrast, the (μ/μ ,λ )-evolution strategy benefits from an effect called ge-
netic repair induced by the global-intermediate recombination, and is thus able to
operate with larger mutation step sizes σ∗. For the (μ/μ ,λ )-evolution strategy, the
literature [3] suggests that only a linear growth in the number of offspring λ is re-
quired.

5.2 Causes

Now that Subsection 5.1 has analyzed the performance of the EGS procedure in
the presence of noise, this subsection examines the reasons and mechanisms that
cause the observable performance degradation. In so doing, this subsection bases its
analysis on the description presented in Section 2. Particularly Figure 1 illustrated
how the EGS procedure estimates the gradient direction according to Eq. (5): g̃t =
∑λ

i=1( f (y(i)
t )− f (xt))z

(i)
t . The following two points should be mentioned here:

1. The EGS procedure uses the same step size σt for generating trial points and
performing the step from xt to xt+1.

2. For small step sizes σ , the probability for an offspring to be better or worse than
its parents is half chance. With increasing step sizes, the chances of generating
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trial points that improve on those of the previous time step steadily decrease, and
they tend to zero for very large σ . For small λ , unequal chances have a negative
effect on the accuracy of the gradient approximation.

Both points can be further elaborated as follows: A modified version of the EGS
procedure uses two independent step sizes σg and σp for generating trial points

(offspring) y(i)
t = xt + σgz(i)

t and performing the actual progress step xt+1 = xt

−σp
√

ng̃t/‖g̃t‖ in accordance with Eqs. (4) and (6), respectively. Figure 9 illus-
trates the effect of these two step sizes for the example of the sphere model with
R = 1, n = 10 dimensions, and λ = 10 trial points. It can be seen that the rate
of progress ϕ∗ significantly degrades for large step sizes σg. Since Figure 9 plots
the performance for ‘all possible’ step sizes σp, it can be concluded that the ac-
curacy of the gradient estimation significantly degrades for step size σg being too
large. If the estimation g̃ = g was precise, the attainable rate of progress would be
ϕ∗ = ( f (x0)− f (0))n/(2R2) = (1−0)10/2 = 5.

The hypothesis that the accuracy of the gradient estimation significantly degrades
when the step size σg is too large is supported by Figure 10, which shows the angle
cosα = gg̃/(‖g‖‖g̃‖) between the true gradient gand its estimate g̃. It can be seen that
in addition to being dependent on the number of trial points λ , the gradient estimate’s
accuracy significantly depends on the step size σg. The qualitative behavior is more
or less equivalent for all three numbers of trial points λ ∈ {5,10,25}. It is good for
small step sizes, but starts degrading at σg ≈ R, and quickly approaches zero for large
σg. Figure 11 shows how the situation changes when noise is present. It can be seen
that below the noise level, the accuracy of the gradient estimate degrades.

Fig. 9 Normalized rate of progress ϕ∗ when using different step sizes σg and σp for the
sphere example with n = λ = 10
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Fig. 10 cosα between the true gradient g and its estimate g̃ as a function of the number of
trial points λ and n = 10 dimensions

Fig. 11 cosα between the true gradient g and its estimate g̃ as a function of the noise strength
σe ∈ {0.002,0.01,0.05,0.5}. In this example, n=λ=10 and R=1 were used.

In summary, this section has shown that it is generally advantageous to employ
two step sizes σg and σp, and that the performance of the EGS procedure degrades
when the step size σg is either below the noise strength or above the distance to the
optimum. The next section shows how to largely mitigate these problems.
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6 Inverse Mutations

Section 5.2 has shown that both for small σg (where any information gained from
evaluating trial points is hidden in the noise) as well as for large σg gradient esti-
mates are poor. This problem could be tackled by by increasing the number of dif-
ferent trial points. However, Eq. (13) suggest only a performance gain of only

√
λ ,

which is significantly lower than the linear performance gain the (μ/μ ,λ )-evolution
strategy yields due to its genetic repair [1]. Therefore, this section considers the con-
cept of inverse mutations.

6.1 The Concept of Inverse Mutations

When employing inverse mutations, the EGS procedure still generates λ trial points
(offspring). However, half of them are mirrored with respect to the parent xt , that
is, they are pointing in the opposite direction. Inverse mutations can be formally
defined as:

y(i)
t = xt + σgz(i)

t for i = 1 . . .�λ/2� (14)

y(i)
t = xt −σgz(i−�λ/2�)

t for i = �λ/2�+ 1, . . .λ

In other words, each mutation vector z(i)
t is used twice, once in its original form

(upper part of Eq. (15)) and once as −z(i)
t (lower part of Eq. (15)).

Figure 12 illustrates the effect of introducing inverse mutations. The performance
gain is clear: The observable accuracy of the gradient estimate is constant over the
entire range of σg values. This is in sharp contrast to the regular case, which exhibits
the performance loss as discussed above. The figure, however, indicates that a slight
disadvantage exists in that the number of trial points need to be twice as much in
order to gain the same performance as in the regular case. The figure also shows the
accuracy for λ = 6, which is smaller than the number of search space dimensions;
the accuracy is cosα ≈ 0.47 and thus still reasonably good.

Figure 13 illustrates the performance that inverse mutations yield in the presence
of noise. For comparison purposes, the figure also shows the regular case for λ = 10
and σε ∈ {0.05,0.5}, which are plotted in dashed lines. Again, the performance gain
is obvious: the accuracy degrades for small σg but is high for large step sizes, which
is in contrast to the case where no inverse mutations are used.

Figure 14 shows the rate of progress ϕ∗ of the EGS procedure using two step
sizes σg and σp and inverse mutations for the example n = 40 and λ=24 and a
normalized noise strength of σ∗ε = 8. When comparing the figure with Figure 8,
it can be seen that the rate of progress is almost that of the undisturbed case, i.e.,
σ∗ε = 0. Furthermore, it can be seen that the performance starts degrading only for
too small a step size σg. It should be mentioned here that for the case of σ∗ε = 0, the
graphs are virtually identical to the case σ∗ε = 8 and σg = 32, and are therefore not
shown.
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Fig. 12 cosα between the true gradient g and its estimate g̃ for various numbers of trial points
λ . For comparison purposes, also the regular case with λ = 10 is shown. In this example,
n = 10 and R = 1 were used.

Fig. 13 cosα between the true gradient g and its estimate g̃ for λ ∈ {10,20} and σε ∈
{0.05,0.5}. For comparison purposes, also the regular case with λ = 10 and σε ∈ {0.05,0.5}
(dashed lines). In this example, n = 10 and R = 1 were used.
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Fig. 14 The rate of progress ϕ∗ of EGS with two step sizes and inverse mutations under the
presence of noise σ∗ε = 8. The example has used n = 40 and λ=24. In comparison to Figure
8, the performance is not affected by the noise.

Fig. 15 Rate of progress of the modified EGS procedure in comparison to the original ver-
sion and the (μ/μ,λ )-evolution strategies according to Eqs. (15), (11) and (12) with κ = 1.
Further details can be found in [4].
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6.2 Analysis of Inverse Mutations

Because of its complexity, a thorough analysis of the behavior of inverse mutations
is beyond the scope of this chapter. However, it may be worthwhile to present the
main results. For the detailed theory, the reader is referred to [4]. The normalized
rate of progress of the EGS procedure with inverse mutations can be expressed as
follows:

ϕ∗EGS−IV ≈
1
κ

(
σ∗
√

λ − σ∗2

2κ

)
, (15)

with κ=σg/σp. Figure 15 compares the progress of the modified EGS procedure

with the progress ϕ∗EGS ≈ σ∗
√

λ/(1 + σ∗2
/4)−0.5σ∗2

according to Eq. (11) of the
original algorithm and the progress ϕ∗μ/μ,λ ≈ σ∗cμ/μ,λ −0.5σ∗/μ of the (μ/μ ,λ )-
evolution strategy according to Eq. (12). It can be seen that inverse mutations lead
to a rate of progress qualitatively similar to that of the (μ/μ ,λ )-evolution strategies
but with significantly better values.

7 Enhancements

The form of the EGS procedure, as discussed so far, is simple and has its limitations,
especially when applied to functions f (x) = 0.5ω1x2

1 + · · ·+ 0.5ωnx2
n, which have

very different eigenvalues ωi � ω j �=i. From classical optimization techniques, it is
well known that in such situations, rotationally invariant methods, such as steepest-
descent or simple evolution strategies, exhibit useless oscillations of the gradient
and thus of the optimization path: rather than going along a narrow valley, the opti-
mization path might be oscillating between both sides resulting in a small effective
progress along the valley’s direction. To this end, this section discusses three en-
hancements, which have been adopted from other research and which are orthogonal
in that they are independent of each other and in that they can be freely combined
with inverse mutations.

7.1 Momentum

It has been shown [17, p. 330] [20] that a momentum term can alleviate the problem
of useless oscillations, since it provides a memory by incorporating previous steps.
The momentum term can be expressed as follows:

Δxt+1 = −σt+1et + αΔxt

xt+1 = xt + Δxt+1 (16)

with 0≤ α ≤ 1 and Δx0 = 0. The parameter α is often simply called momentum. It
should be noted that when α = 0, the update rule in Eq. (16) is identical to that in
Eq. (6).
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It is straightforward to self-adapt the momentum αt with the same adaptation
mechanism previously described for the step size σt . In this case, the procedure
has to adapt two parameters, which can be done by testing all four combinations,
(σt ζ ,αt ζ ), (σt ζ ,αt/ζ ), (σt/ζ ,αt ζ ), and (σt/ζ ,αt/ζ ). In a more general form,
the procedure has to test logarithmic-normally-distributed combinations of σt and
αt . The procedure can achieve this at no extra cost, if it adapts σt and αt alternately.

As an example, Figure 16 illustrates the effect of the momentum term on the ellip-
soid fellipsoid(x) = ∑n

i=1 ix2
i . A comparison with Figure 5 indicates that with λ = 300

trial points the momentum term accelerates the progress by about 70 %, i.e., 144 or-
ders of magnitude as compared to 86 without momentum. The label “ES” refers to a
(15,100)-evolution strategy with recombination and individual step sizes for which
the literature [22] reports only 80 orders of magnitude. The concept of individual
step sizes assigns one particular σi to each parameter xi. These individual step sizes
are used to generate adapted mutations xi← xi + σizi, with zi denoting N(0,1) nor-
mally distributed random numbers. In comparison to the momentum term, individ-
ual step sizes are not rotationally invariant. That is, the performance progressively
degrades if the functions are rotated in n dimensions.

Schwefel’s ridge function fridge(x) = ∑n
i=1

(
∑i

j=1 x j

)2
may serve as a second

example, which demonstrates the benefits of using the momentum term. A com-
parison of Figures 17 and 18 shows that for n = 30 dimensions, the momentum

Fig. 16 The normalized, logarithmic progress over 2000 steps as a function of the number λ
of test candidates when minimizing the ellipsoid fellipsoid with n=30 dimensions by means of
the EGS procedure with momentum. The label “ES” refers to a (15,100)-evolution strategy
with individual step sizes σ t (result taken from [22]).
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Fig. 17 The normalized, logarithmic progress over 2000 steps as a function of the number λ
of test candidates when minimizing Schwefel’s ridge fridge by means of the EGS procedure
without momentum

Fig. 18 The normalized, logarithmic progress over 2000 steps as a function of the num-
ber λ of test candidates by means of the EGS procedure with momentum when minimizing
Schwefel’s ridge fridge. The label ES1 refers to a (15,100)-evolution strategy with correlated
mutations, ES2 to a (15,100)-evolution strategy with individual step sizes σ t , and ES3 to a
(1,100)-evolution strategy, respectively.
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term yields seven times more orders of magnitude than that obtained without mo-
mentum. Figure 18 also indicates the performance of a simple (15,100)-evolution
strategy, a (15,100)-evolution strategy with individual step sizes, and a (15,100)-
evolution strategy with correlated mutations. Correlated mutations employ a general
n-dimensional normal distribution for generating mutation vectors. The variances
and covariances of that distribution are adapted using self-adaptation [5, 21]. for
details. In practice, the covariance matrix adaptation mechanism described below is
a more reliable approach to adapting the parameters of general normal distributions.

7.2 Individual Step Sizes

Previous research [19] has also investigated the utility of individual step sizes. Here,
a particular step size σi is assigned to its corresponding coordinate axis. Experiments
have shown that similar to standard (μ ,λ )-evolution strategies, the EGS procedure
benefits from this concept when optimizing quadratic functions with very different
eigenvalues. However, this concept is not rotationally invariant and its benefit is thus
limited to certain functions (the function’s natural axes need to be nearly aligned
with the coordinate axes xi). Therefore, this concept is not further considered here
and performance figures are omitted due to space limitations. For some results, the
interested reader is referred to [19].

7.3 CMA-EGS

The basic EGS strategy described in Section 2 uses an isotropic normal distribution
for generating mutation vectors. That distribution is fully described by a single pa-
rameter (the common variance of the individual components). The surfaces of equal
probability density of the offspring candidate solutions are concentric hyperspheres
with the search point xt at their center. Individual step sizes as described in Sec-
tion 7.2 generalize the procedure by using a normal distribution with potentially
differing variances of the components, but with zero covariances between them.
The distribution is characterized by n independent parameters, and the surfaces of
equal probability density are hyperellipsoids with principal axes that are parallel
to the axes of the coordinate system. The procedure can be generalized further by
generating mutation vectors using general n-dimensional normal distributions. Such
distributions are characterized by n(n + 1)/2 parameters (the variances and covari-
ances that form the covariance matrix), and the surfaces of equal probability density
are general hyperellipsoids of arbitrary orientation.

Using a general mutation covariance matrix that is adapted to the problem at
hand can speed up convergence by several orders of magnitude. As recognized by
Rudolph [16] for evolution strategies, ideally, the covariance matrix is the inverse of
the Hessian matrix of the objective function at the current search point. In that case,
under certain conditions, the local performance of the strategy is identical to that of
a strategy that uses isotropically distributed mutations on the sphere model.
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However, the potential performance gain comes at the cost of the need to con-
trol n(n + 1)/2 parameters (as opposed to a single one for the basic strategy, and n
for the case of individual step sizes). Hansen and Ostermeier [11] have developed
a powerful, derandomized algorithm for adapting the mutation covariance matrix in
evolution strategies (CMA-ES) that has been adapted for use in EGS in [2]. That al-
gorithm accumulates consecutive search steps in order to provide information on the
basis of which adaptation of the mutation covariance matrix is performed. Realizing
that it may be advantageous to adapt the overall step length on a time scale shorter
than that used for adapting the shape of the distribution, trial points are generated
with covariance matrix σ2C, where step length parameter σ is adapted separately
from symmetric, positive definite n×n matrix C. Adaptation of the former uses the
idea of cumulative step length adaptation introduced by Ostermeier et al [13]. Adap-
tation of the latter is done with the implicit goal of maximizing the probability of
replicating successful steps. Somewhat inaccurately, C is referred to as the mutation
covariance matrix. As the CMA-ES, CMA-EGS utilizes two n-dimensional vec-
tors p and q referred to as search paths that hold exponentially fading records of the
most recently taken steps. An iteration of CMA-EGS updates the search paths along
with the search point x, the mutation strength σ , and matrix C using the following
six steps:

1. Compute an eigen decomposition Ct = BtDt(BtDt)T of the mutation covariance
matrix such that the columns of n×n matrix bfseries Bt are the normalized eigen-
vectors of Ct and Dt is a diagonal n× n matrix the diagonal elements of which
are the square roots of the eigenvalues of Ct .

2. Generate λ trial points

y(i)
t =

{
xt + σtBtDtz

(i)
t for i = 1, . . . ,�λ/2�

xt −σtBtDtz
(i−�λ/2�)
t for i = �λ/2�+ 1, . . . ,λ

where the z(i)
t consist of n independent, standard normally distributed compo-

nents.
3. Determine the objective function values f (y(i)

t ) of the trial points and compute
the weighted sum

g̃t =
λ

∑
i=1

(
f (y(i)

t )− f (xt)
)

z(i)
t

as an estimate of the gradient direction.
4. Perform a step

xt+1 = xt + σtBtDtz
prog
t

where

zprog
t =

√
n

κ
g̃t

‖g̃t‖
points in direction of the gradient estimate.
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5. Update the search paths according to

pt+1 = (1− cC)pt + κ
√

cC(2− cC)BtDtz
prog
t

and
qt+1 = (1− cσ)qt + κ

√
cσ (2− cσ)Btz

prog
t

where cC = cσ = 4/(n + 4) as recommended in [11].
6. Update covariance matrix and step length according to

Ct+1 = (1− ccov)Ct + ccovpt pT
t

and

σt+1 = σt exp

(‖qt+1‖2−N
2DN

)

where ccov = 2/(n +
√

2)2 and D = 1 + 1/cσ as recommended in [11].

Notice that steps 2. to 4. closely parallel steps 1. to 3. of the basic algorithm in Sec-
tion 2. Differences include the use of two separate mutation strengths for generating
trial and search steps as proposed in Section 5 (the quotient κ determines the size of
the latter relative to the size of the former) and the use of inverse mutations as de-
scribed in Section 6. The scaling and rotation with matrices D and B, respectively, of
the mutation vectors in step 2. ensures that offspring are generated with covariance
matrix σC. Steps 5. and 6. implement cumulative step length and covariance matrix
adaptation that replace the simple mutation strength adaptation rule from Section 2.
See [11] for a more thorough motivation of the algorithm and the settings of its
parameters. Finally, realizing that the eigen decomposition in step 1. is expensive
and that its cost may, for large n, outweigh the cost of evaluating the trial points,
Hansen and Ostermeier [11] suggest to perform it only every n/10 steps, and to use
slightly outdated matrices B and D in between. The loss in performance from that
modification is typically negligible.

8 Summary

This chapter has described a hybrid evolutionary algorithm, called the evolutionary-
gradient-search (EGS) procedure. Rather than selecting only the best offspring, the
procedure utilizes them all to gain as much information as possible. The theoreti-
cal analysis as well as the experimental results have shown that the use of all off-
spring, including the inferior ones, can improve a procedure’s performance. Due to
its design, the EGS procedure works well on those optimization problems on which
evolution strategies also work well. This mainly includes unimodal functions.

This chapter has also discussed the EGS procedure’s behavior in the presence
of noise. Due to some performance degradations, this chapter has also discussed
the concept and performance of inverse mutations, which use a very same muta-

tion vector z(i)
t twice as z(i)

t and −z(i)
t . Finally, this chapter has also discussed the
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incorporation of further enhancements, such as the momentum term, individual step
sizes, and correlated mutations, as known from classical optimization procedures
and standard evolutionary algorithms. These enhancements are orthogonal to the
basic concepts of the EGS procedure and can thus be freely incorporated.
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