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ABSTRACT 
 
Multimedia Applications e.g. Video/Audio streaming 
increasingly strive for deployment in distributed and 
domain spanning networking environments.  
     In order to ensure the service interoperability between 
content servers and rendering devices across 
heterogeneous platforms, distributed middleware 
approaches offer promising concepts (e.g. Service 
Oriented Architectures). The UPnP forum has developed 
a platform-neutral architectural framework that specifies a 
set of well defined service discovery and access routines 
concealed behind a unified set of protocols and their 
APIs. While UPnP supports service interoperability 
additional service extensions are required to satisfy 
requirements as imposed by many multimedia 
applications. These requirements cover QoS support from 
the application source to the sink which entails the 
encapsulation of signalling services that allow for 
resource reservation on network and end-devices. 
Furthermore we introduce a proactive content replication 
paradigm: According to popularity forecasts it is possible 
to create replicas of e.g. movie content to avoid hot-spots 
maintaining very popular content in large scale networks.  
The contribution of this paper is to identify domain 
spanning distributed multimedia scenarios and describe 
the challenges for developing enhancing services to the 
UPnP framework that help to establish them. 
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1. Introduction 
 
The immense increases of bandwidth in network that are 
operational today build the foundation for multimedia 
applications (e.g. video streaming) finding their way into 
almost every field of our daily life. Videos can be 

watched on TV, computers, Personal Digital Assistants 
(PDAs), in the car or even on mobile phones for example. 
This trend requires new middleware approaches due to 
new upcoming desires of costumers. A costumer might 
want to watch a video on the car’s display which is 
actually stored on the PDA because the display in the car 
provides a better resolution and quality. Additionally the 
connection establishment between e.g. a car’s display and 
the PDA should be performed seamlessly, different types 
of PDAs could be used and the network should react on 
changes in the network without the help of the user. 
     Service Oriented Architectures (SOAs) [1] such as 
Universal Plug and Play (UPnP) [2], Web Services 
architecture [3] and Java Intelligent Network 
Infrastructure (JINI) [4] provide zero-configuration 
connections between heterogeneous devices in 
heterogeneous networks. 
     Although SOAs take a huge step towards domain 
spanning distributed multimedia applications they still 
leave some open questions. The ITEA (Information 
Technology for European Advances) [5] project 
SIRENA (Service Infrastructure for Real-time Embedded 
Networked Applications) [6] deals with a cross-domain 
SOA and identifies several issues related to the industrial, 
telecommunication, home automation and automotive 
electronics domains such as content replication and video 
streaming. 
     The outline of this paper is as follows:  Section 2 
provides a brief overview of the SIRENA project and its 
framework specification. Section 3 discusses related 
research. Challenges are identified and discussed in 
section 4. Future directions are presented in section 5. 
 
 
2. SIRENA Framework description 
 
The ITEA project SIRENA strives for connecting 
heterogeneous devices that offer services over a common 
infrastructure in different heterogeneous application 



domains (industrial, telecommunication, home automation 
and automotive domain). An evaluation [7] of existing 
SOAs made the service oriented base technology Devices 
profile for Web Services (DPWS) [8] a promising 
candidate for problems addressed in SIRENA. However, 
as DPWS will not be able to cover all issues related to 
domain spanning applications in the targeted application 
domains SIRENA identified the need for providing 
Framework Extensions in terms of Enhancement 
Services. As a consequence, DPWS and the description of 
identified problems and corresponding solutions form the 
base for the SIRENA framework specification [9]. 
     Figure 1 shows an overview of the SIRENA 
Framework. It builds upon IPv4 or IPv6, respectively, and 
consists of three components: The SIRENA Basic 
Framework, SIRENA Framework Enhancements and 
SIRENA Extension Interface. 
 

 
Figure 1: Overview of the SIRENA Framework 

 
SIRENA Basic Framework: The Basic Framework is 
based on DPWS. DPWS was proposed by Microsoft as an 
upcoming conversion of Universal Plug and 
Play (UPnP) [2] and Web Services [3] fixing the gaps of 
both technologies. It is a service oriented protocol stack 
offering the connection of heterogeneous devices over 
TCP/IP in an easy way as well as the provision of services 
by those to other devices. DPWS offers protocols for 
addressing, discovery, description, controlling and 
subscription to changes of devices/services and security 
aspects.  
     However, DPWS does not satisfy all requirements for 
addressed SIRENA domains. Classifications of 
unsatisfied requirements lead to two categories. Some 
requirements can be satisfied by middleware and protocol 
on top of the Basic Framework (SIRENA Framework 
Enhancements), the other can not be satisfied by using 
DPWS. They can only be satisfied by proprietary 
solutions and may communicate to the Framework via the 
SIRENA Extension Interface. 
 
SIRENA Framework Enhancements: The Framework 
Enhancements utilize the Basic Framework to solve 
problems which are not addressed by the Basic 
Framework such as Quality of Service (QoS) aspects, 
content replication, workflow aspects, dynamic 
reconfiguration of the network and streaming transport 
over the network. These are specific aspects that 

particularly derive from typical SIRENA intra- and inter-
domain applications  
 
SIRENA Extension Interface: The Extension Interface 
is provided for proprietary solutions which compliment 
the SIRENA Framework. Such solutions are bridges to 
other SOAs, network with resource constraint devices or 
for the interoperability with existing equipment (mainly 
non-IP networks). 
     Devices and Services being available to the SIRENA 
network may connect to the SIRENA Basic Framework, 
the SIRENA Framework Enhancements or to bridges at 
the SIRENA Extension Interface, respectively. 
 
2.1. Service Oriented Architecture 
 
Endrej et al. define a Service Oriented Architecture 
(SOA) as an infrastructure enabling communication 
between loosely coupled resources (e.g. application, 
devices) [1]. Resources are made available as services. 
Services are entities which provide information, perform 
an action or control resources on the behalf of other 
entities. They are self-contained, modular, loosely 
coupled and location-transparent. 
     Resources in SOAs may play one or more of three 
roles: Service consumer, service provider or service 
registry. As the name suggests, service provider and 
consumer offer or make use of services, respectively. A 
service registry is a directory/cache where currently 
available services and their descriptions are stored. 
     Mainly, three operations on services are defined: 
Publishing, finding and binding/invoking. Services are 
made accessible to the network by publishing their service 
description. Services that meet the search criteria can be 
found by querying the registry or the network (if no 
common registry is available). Finally, the service 
description will be received and the service invoked 
according to the description. 
     Well known SOA implementations are Web Services 
architecture, JINI, UPnP and Home Audio Video 
interoperability (HAVi) [10]. 
     As mentioned before, the SIRENA project examined 
SOAs for their use in cross-domain applications and 
decided for DPWS as the best base technology, which 
will be introduced next. 
 
2.2. Devices Profile for Web Services (DPWS) 
 
The Devices Profile for Web Services (DPWS) proposed 
by Microsoft in August 2004 defines a subset (profile) of 
Web Service protocols for its usage by devices. It marks 
the convergence of UPnP and Web Services. 
 
SOAP: The Simple Object Access Protocol (SOAP) 
forms the base for information transmission in DPWS. It 
specifies a simple XML-based envelope for the messages 
and a set of rules for application and platform specific 
data types in XML. 
 



 
Figure 2: Overview of the DPWS profile 

 
WS protocols: The adapted WS protocols specify the 
addressing (WS-Addressing), discovery (WS-Discovery) 
of devices, include a publish/subscribe concept for device 
state changes (WS-Eventing) and define a secure context 
for message exchange (WS-Security). 
 
DPWS devices: UPnP devices are constituted by the core 
set of Web Service specifications and associated usage 
rules defined in DPWS. 
 
3. Enhancements of the SIRENA 

Framework 
 
We use the SIRENA Framework to realize an ambient 
environment. Various multimedia devices from different 
vendors are interconnected with different PC-based and 
PDA-based systems, which are hosting multimedia (audio 
and video) content. The usage of the SIRENA Framework 
for these heterogeneous systems is very valuable, because 
it offers a homogeneous way to combine the services 
offered by the systems. In context of this multimedia 
home environment quality of service and content 
replication play an important role.  
 
3.1. Quality of Service 
 
Multimedia Applications require QoS support from the 
application source to the sink on both, the targeted end 
devices and the supporting network technology. QoS 
hereby denotes the level of service delivered to the 
costumer. While QoS has been a commonly addressed 
research topic recently, most of the proposed solutions 
tend to consider network QoS and end device QoS 
separately whereas a joint approach is required to 
establish application-oriented end-to-end QoS in order to 
ensure that the information is timely transmitted and 
processed. MPEG video streams represent an important 
example for the requirement of a end-to-end spanning 
QoS approach where video-frames need to be transmitted 
and decompressed in real-time in order to achieve 
acceptable QoS. 
     However, the establishment of QoS is complex as it 
requires incorporating end-device dependent and network 
dependent QoS paradigms in a joint manner. We refer to 
this as QoS Provision Management (QPM). 

     The benefit of SOA approaches is that they allow 
encapsulating platform dependent QPM approaches as a 
unified and well defined service. The SIRENA 
Framework aims to provide the possibility to conceal the 
process of QPM behind a unified API accessible to 
application developers. While the UPnP forum is 
currently in the process of defining a QoS architecture, 
the approach only marginally covers aspects related to 
QPM. Most essentially the UPnP QoS architecture is 
mostly concerned about network QoS. Crucial to QPM, 
however, is a signalling approach that imposes the 
following challenges that we integrate as a SIRENA 
Enhancements into the SIRENA Framework.  

 
• Signalling Translation 

High-level application parameters need to be adapted 
to low-level system parameters that are required to 
perform QoS. This also requires distinguishing 
between network and end-device QoS parameters. 

• User Priorization 
The user may decide to assign a relative priority to 
particular data flows, and hence favouring it over 
other data flows. User priorization also has an impact 
on both, network and end-device QoS parameters. 

• QoS Negotiation 
A negotiation service is required that negotiates for 
resources on behalf of the user. In case the 
Admission Control rejects a particular request for 
resources, the negotiation service may consider 
taking appropriate actions, e.g. lowering the resource 
requirement through increased compression. 

 
3.2. Proactive Content Replication 
 
     To avoid hotspots regarding A/V content we propose 
to replicate popular content in advance. Here we focus on 
the questions when to initiate a replication and to 
determine the relative popularity values of content.  
Within the proactive content replication section we take a 
closer look on the integration of a demand forecasting 
technique into a (large scale) UPnP A/V environment. 
Accessing Video content may be considered as rapidly 
changing demands, i.e. the number of requests for a 
special content may vary due to the content genre, the 
time of day (short term popularity), and the day-by-day / 
week-by-week decaying long term popularity.  
To integrate this forecaster we propose to extend the 
existing UPnP A/V components as follows:  
• First of all each Media Server implements a new 

Storage Service which provides storage capacities 
managed by a ControlPoint.  

• This Replication Control Point does not only act as a 
global directory server. On basis of past requests it 
initiates content replications and redistributions.  

• Furthermore each Media Renderer is enhanced by a 
communication instance which informs the 
Replication Control Point about the request for a 
specific document.  



4. Quality of Service  
 
SOA approaches offer the possibility to conceal the 
process of QoS Provision Management behind a well 
defined platform-neutral API that shields the application 
developer from the burden of establishing end-to-end QoS 
connection setup. 
     In this section we propose an architecture for QPM 
that associates with the AV and QoS architecture as 
proposed by the UPnP forum [11]. The QPM will be 
incorporated as a SIRENA enhancement service and in 
particular address the challenges for Signal Translation, 
User Priorization and QoS Negotiation as identified in 
Section 3.1 
 

 
Figure 3: SoA QoS Provisioning Architecture 

 
  QoS Signalling is a decisive approach to establish end-
to-end QoS from the application source to the application 
sink. It provides means to signal impending QoS resource 
requirements all along the information travelling path. 
Signalling parameters may be technology independent 
and technology dependent (see Table 1), and hence we 
distinguish between application QoS signalling and data 
QoS signalling. 
     Application QoS signalling mainly takes place in the 
technology-independent user and application plane and 
allows signalling high-level QoS requirements. These 
high-level QoS requirements may be derived directly 
from the application and/or from a content directory that 
stores content with a respective content description. 
Typical high-level QoS parameters in the context of 
multimedia application include the picture resolution or 
the frame rate. Besides, application QoS signalling also 
allows the user to assign relative priorities to particular 
applications, e.g. by favouring one video stream over any 
other. While not directly related to QoS but rather to 
perform connection setup, a number of application 
signalling approaches exist today, e.g. SIP (Session 
Initiation Protocol) [12] in conjunction with SDP (Session 
Description Protocol) [13] or H3.23 [14].  
     Data QoS Signalling on the other hand is located on 
the technology-dependent network and device plane and 
entails special handling of certain network traffic and 
CPU resources. Data signalling is e.g. exploited to. 

perform Admission Control and Bandwidth reservation 
for particular data flows on certain access networks or to 
schedule CPU processes on dedicated Operating Systems 
such as they execute before a given time constraint.  
Typical Network Signalling approaches include RSVP 
(Resource Reservation Protocol), NSIS (Next Steps in 
Signalling) and COPS (Common Open Policy Service) 
[15]. Data signals rely on a proper Application Signalling 
translation that is performed by a QoS Manager. Hence, 
the QoS Manager represents the interface between the 
technology-dependent and technology-independent 
planes. Fehler! Verweisquelle konnte nicht gefunden 
werden. 
     The QoS Manager performs basic operations like 
Parameter Translation, Resource Control, Service 
Negotiation and Resource Adaptation. The QoS Manager 
is generally called by the application or, in terms of 
UPnP, by a control point. But also user interactions may 
trigger the QoS Manager. The QoS Manager is invoked 
with basic application-specific parameters. These 
parameters may be determined by the application itself or 
stored as an additional resource description in the Content 
Directory. This corresponds to the UPnP AV architecture 
that allows storing content-specific parameters. UPnP AV 
uses the DIDL (Digital Item Declaration Language) 
which defines a W3C XML Schema that provides broad 
flexibility and extensibility for the actual representation of 
compliant complex digital objects. Typical such 
parameters are illustrated in Table 1. 
 

Application Signalling Device Signalling 
User 
Plane 

Application 
Plane 

Device 
Plane 

Network 
Plane 

Relative 
Stream 
Priority 

Picture 
Resolution 

Worst 
Case 
Execution 
time 

Worst Case 
Transmission 
Time 

 Frame rate Deadline Deadline 

 End-to-end 
delay 

Task 
periods 

Traffic 
Specification 

Table 1: Plane specific QoS Parameters 
 
The QoS Manager translates the submitted parameters 
into device plane and network plane specific parameters 
and passes them to the Resource Control. The Resource 
Control administrates the available resources on all 
devices that cover the information travelling path from the 
source to the sink and decides whether the QoS setup can 
be established. This is achieved by triggering device 
dependent QoS services. Admission Control (AC) 
determines if a request for resources can be granted on a 
particular device. AC is separately performed on the 
device- and network plane. In case all AC instances grant 
the resource request, the QoS Manager may trigger the 
Resource Reservation. In case a particular device rejects a 
claim for resources, the QoS Manager calls the Service 
Negotiation. 



     The Service Negotiation has the responsibility to 
perform a trade-off between available resources as those 
that were signalled by the application. The Service 
Negotiation may either decide to recall AC with adjusted 
parameters (in case an identical content replica with 
different application parameters can be located as 
described in Chapter 5) or to trigger the Resource 
Adaptation. 
     Resource Adaptation provides means to adjust the 
content such as it fits the currently available resources. It 
may result in increasing the content compression at the 
benefits of lower bandwidth required for transmission or 
decreasing the compression and hence decrease the 
resources required for decompression. A trade-off of both 
approaches is also conceivable. Ditze et al. describe a 
method for dynamic resource adaptation [16]. Resource 
Adaptation usually needs to cooperate with the 
application, e.g. to do video transcoding. 
 
5. Content Replication  
 
In this section we focus on the modelling of A/V content 
requests and give an overview about a popularity 
forecasting technique.  
     Regarding the modelling there have been some papers 
proposing Poisson processes to model user accesses to 
Video on Demand (VoD) systems as described in [17,18]. 
However, no long-term observations are considered here. 
Furthermore some papers propose modelling video 
popularity by the Zipf/Zeta distribution: Dan and Sitaram 
take various items into account for modelling VoD 
systems: access patterns for specific content and the time 
how long content has been viewed compared with the 
video clip length [19]. Here just short-term popularities 
are considered. However, they combined Zipf distribution 
with a long-term popularity change in previous work [20]. 
Nussbaumer et al also presumes a Zipf distribution for 
caching optimization in VoD server(s) [21]. 
     Griwodz et al say that Poisson and Zipf distribution do 
not correctly fit long-term observations [22]. They 
propose a parameterized decaying e-function with a 
remaining popularity value. Authors verified their 
statement by comparing the function with empirical data. 
However, they pointed out that their approach is able to 
model day-to-day changes, but that they need additional 
information on changes of user behaviour throughout the 
day. Furthermore they mentioned that children's interest 
are dominating the afternoon whereas grown up interests 
are dominated in the evening or at night. This could 
render caches in trivial caching servers as useless. 
     For our simulations we made use of the two mentioned 
components: long-term and short-term popularities: The 
first one is simply described by the following decaying e-

function:  b
t

t
ba

ectcbatyLTpopulari
−−

+=:),,,(  
The parameter t describes the continuous time, while a 
and b are curve parameters for “broadness” and 
“steepness”. The parameter c describes the remaining 

popularity. Figure 4 illustrates exclusively the long term 
popularity functions of two movies. At the beginning (i.e. 
within the first two days) the popularity increases 
tremendously and drops-out over the time. When the 
value of a movie is just described by c we call this movie 
inactive. As a matter of fact we consider that most of the 
movies (about 90%) are inactive and that just the 
remaining 10% are active. 
 

 
Figure 4 : Long Term popularityies of two movies 

 
     However this long-term popularity does not take into 
account the short-term values or movie genres: While kids 
are watching “Disney-stuff” in the (late) afternoon 
blockbuster movies are requested at prime-time around 
20:00. Thus we introduce genre-vectors (gVector) acting 
as a movie profile and thus describing short-term 
popularities over e.g. one day, which means in our 
scenario 24 popularity values  per day. The popularity is 
thus determined by  

]24[modgVectortyLTpopularipopularity ×= . 
Taking this into account the real popularities look more 
like in Figure 5. 
 

 
Figure 5: Long- and Short-Term Popularities of two 

movies 
    Thus we gain a time series of popularity values for each 
content item. There have been some techniques how to 
model and handle these kinds of time series. The so called 
Seasonal Autoregressive Integrated Moving Average (S-
ARIMA) was developed by Box and Jenkins and allows 
performing both long- and short-term predictions of time 
series [23]. ARIMA forecasting techniques are used in 
multiple fields: they are often used in economics research 
(e.g. stock exchange forecast), forecasts of product sales 
or increasing (and seasonal) airline passengers load over 
several years. It is of course also used in the core IT area, 
e.g. for I/O block requests for file systems [24].  Fig. 6 
illustrates the individual components of the popularity 
forecaster. The observed / predicted data is represented by 



the circles. Before the ARIMA model structure is 
determined the seasonal component is calculated – 
generally 24 h periods. Right after the number of 
parameters is fixed, these parameters are determined. 
They form a kind of linear combination of weighed past 
observations. 
 
 

 
 
 
 
 

Figure 6: ARIMA Forecast components 
 
     By a simple time-index shift it is possible to do 
forecasts. For further information we refer to Box and 
Jenkins [23]. If it should happen that the observed data 
does not match with the observed popularities a 
comparator instance might have to adjust the content 
distribution. 
     Making use of a centralized Seasonal-ARIMA instance 
is possible to predict future demands for the whole system 
by e.g. performing a forecast once a day for the next 24 
hour.  Due to this we can create replicas in advance before 
the clients perform the real requests. This technique is of 
special interest in an large scale UPnP A/V environment 
where each devices acts as a Media Server and Renderer 
simultaneously (P2P). 
 
6. Conclusion & Future work 
 
Within this paper we introduced some enhancements 
which have been missing in UPnP so far. We will perform 
further simulations and intent to include the presented 
techniques within the SIRENA context. 
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