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Abstract—In this paper, we propose an efficient mod-
eling approach that permits simulation-based perfor-
mance evaluation of MPSoCs at Electronic System
Level (ESL). The approach is based on a SystemC
simulation framework and allows for evaluating timing
effects from resource contention when mapping applica-
tions to MPSoC platforms. The abstraction level used
for modeling timing corresponds to approximately-
timed transaction level models. This allows for an
accurate performance modeling, including temporal
effects from preemptive processor scheduling and bus
arbitration. However, in contrast to standard SystemC
TLM, application mapping and platform models are
configurable and, thus, enable design space exploration
at ESL. We use a Motion-JPEG decoder application
to illustrate and assess the benefits of the proposed
approach.

I. Introduction

The increasing computational demands of modern ap-
plications often require their implementation on hetero-
geneous multiprocessor platforms. Selecting the optimal
platform and optimal mapping of the application to this
platform is a challenging task. These decisions are made in
early design phases, at the Electronic System Level (ESL).
Design decisions made at this level have a huge impact on
the performance of the final implementation, and therefore
require a good knowledge of the design space.

In practice, it is desirable to avoid costly redesign
iterations until the performance requirements are met.
From the practical point of view, this is especially true
when redesign involves the lower abstraction levels, which
requires high effort. Modern design flows focus on moving
the redesign iterations to higher abstraction levels [1], e.g.,
using Transaction Level Modeling [11]. As a consequence,
an ideal top-down approach for system design looks like
the decision pyramid in Fig. 1. Here, the design phase
starts with a high level model of the application. To
explore design alternatives, transaction level models are
derived from the high level model. These TLMs are used
for virtual modeling of the architecture. In early phases,
a so called loosely-timed approximation allows for fast
simulation and helps in making coarse grained design
decisions. E.g., the selection of an appropriate number
of microcontroller, IP-cores, and busses can be achieved.
In later phases, promising design alternatives are further
refined to so called approximately-timed models. Especially
selection of communication architectures, arbitration, and

Round RobinStatic Priority

. . .. . .

S
y
stem

L
evel

P
erform

an
ce

E
valu

ation

Loosely-timed

Approximately-timed

Cycle-accurate

High-level model

Fig. 1. Decision pyramid: A high level model is refined incremental
to more detailed abstraction levels for performance estimation. Our
approach applies system level performance estimation directly to the
high level model and can be used as a short-cut to a concrete design.

scheduling policies, as well as task and communication
priorities require more detailed performance simulations.

Such a hierarchical refinement process allows for reusing
models from higher abstraction levels, in contrast to di-
rectly developing an RTL implementation from a spec-
ification. Nevertheless, at all abstraction levels several
implementation alternatives are modeled for evaluation
and comparison, and thus, the design-flow involves several
iteration phases. Despite reusing large portions of those
TLMs, each model requires manual modeling and imple-
mentation effort for evaluation. Due to limited resources
and time-to-market pressure, the first design meeting the
performance requirements looks invitingly beautiful for
implementation. As a consequence, the final design may be
over-constrained and far from ideal, as there may be some
room left for optimizations not obvious to a designer.

We present an approach that supports the decision mak-
ing phase using simulation-based performance evaluation.
Our methodology is based on combined functional and



performance simulation of a system level model. Thereby,
design decisions, like architecture selection, task mapping,
and transaction routing, as well as scheduling and arbi-
tration policy selection, are configured in the performance
model. As a consequence, the design space can be explored
with significantly reduced effort, as in contrast to compiled
performance models our performance model is configured
at elaboration time. The abstraction level for the perfor-
mance modeling is comparable to the approximately-timed
coding style of TLM. Our methodology can be used as a
short-cut from the high level model to an approximately
timed TLM, as indicated in Fig. 1. Thereby, significantly
reducing the cumbersome and error-prone implementation
of design decisions. The selected design is used for further
refinements towards the final implementation.

The remainder of this paper is structured as follows: Re-
lated work is discussed in Section II. Temporal abstraction
levels defined by the OSCI TLM standard are discussed
in Section III. In Section IV, the input to automatically
generate the proposed System level Performance Model is
discussed. In Section V, the simulation-based performance
estimation is described. Section VI presents results from
applying the proposed methodology to a multimedia ap-
plication mapped onto MPSoC platforms. Conclusions are
given in Section VII.

II. Related Work

The Sesame approach [2] is used for simulation of em-
bedded architectures. A trace-driven cosimulation of ap-
plication and architecture models allows for performance
evaluation of different hardware/software partitionings.
The application, modeled as a Kahn process network, is
cosimulated with an architecture model. Traces of applica-
tion events, representing computation and communication,
from the KPN simulator drive activations in the archi-
tecture simulator. The approach models no feedback from
the architecture model to the application model. Thus,
the approach achieves a good simulation performance,
but is limitated to deterministic application models, e.g.,
KPN. For non-deterministic models, e.g., dynamic data-
flow, the activation of actors may depend on the (partial)
execution order of other actors. Thus, an activation-based
performance modeling, i.e., feedback of execution times
from the architecture model, is necessary for a correct
combined functional and performance simulation.

A simulation approach that support such a feedback
is described in [4], [5]. It permits modeling of real-time
scheduling strategies on the basis of SystemC. For this pur-
pose, an extension of SystemC to model executable soft-
ware tasks is proposed. The end of each atomic operation,
e.g., each SystemC code line, is augmented by an await()
function call. The possibility to perform preemption is
given between atomic operations. In this approach, a set of
software tasks is assigned to each processor. This technique
provides the ability to simulate a set of processors running
an operating system in parallel to hardware modules.

Unfortunately, using this approach requires a substantial
modification of the source code.

Another approach described in [7] proposes a so-called
Virtual Processing Unit (VPU) running several tasks us-
ing a priority-based scheduler. For this purpose, software
processes are modeled as timed Communication Extended
Finite State Machines (tCEFSM), where each transition
represents an atomic operation. Moreover, each transition
consumes the same fixed amount of processor cycles. In
this approach, several tasks modeled as tCEFSM can be
executed sharing the same VPU. Task execution times
depend on the simulated VPU clock speed. The main
limitation of this approach lies in modeling time, where
each transition of a tCEFSM requires the same number of
processor cycles, and the support of only a single priority-
based scheduling strategy.

An approach for simulation of heterogeneous multi-
processor platforms in SystemC is given in [12]. There, a
task-accurate performance evaluation is applied to appli-
cations modeled in SystemC mapped to platforms contain-
ing multiple processors. Modeling of arbitrary scheduling
policies is a special focus of this approach. In contrast
to this work, our work goes beyond modeling of task
execution times, and additionally allows for performance
evaluation of multi-hop communication architectures using
approximately-timed modeling.

In this paper, we will overcome the limitations imposed
on the discussed approaches by: (i) activation-based per-
formance modeling, (ii) transaction-based communication
routing, (iii) modeling of resource contention and preemp-
tion, (iv) modeling of arbitration and scheduling policies,
and (v) configurable task to resource mappings.

III. Temporal Abstraction Levels

The OSCI Transaction Level Modeling (TLM) standard
allows for modeling bus-based communication among Sys-
temC modules in system level designs on different levels of
temporal abstraction. Main aspects of the standard are:

• Separation of module functionality and module com-
munication.

• A common abstract interface, which allows for easy
experimenting with different bus architectures, and
using IP code which obeys the TLM standard.

• Coding styles for different use cases.
First, a word on terminology. A transaction is an abstrac-
tion of communication, taking place between SystemC
modules, e.g., a CPU reading from a memory. Transactions
have an initiator and a target; between them, the transac-
tion is transported using transport functions. The transac-
tion may pass so called interconnect components, like buses
or routers, on its way from initiator to target. Transport
functions can be either blocking or non-blocking, i.e., are
allowed to call or shall not call SystemC’s wait function,
respectively.

There are two coding styles defined in the TLM stan-
dard: (1) loosely-timed and (2) approximately-timed. Ba-
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Fig. 2. Loosely-timed transaction level models use block-
ing transport functions executed in the context of the initiator.
Approximately-timed models use non-blocking transport functions.
Context switching allows for a fine-grained timing simulation includ-
ing effects of resource contention and arbitration.

sically, these styles refer to different temporal abstrac-
tion levels for the communication. While in loosely-timed
communication blocking transport functions are used, the
communication in approximately-timed is implemented
by non-blocking functions. See Fig. 2 for an illustration.
There, three transactions are executed using the two cod-
ing styles.

Communication in loosely-timed models allows for ex-
actly two timing points associated with each transaction,
call and return of the blocking transport function, re-
spectively. In loosely-timed communication, the transac-
tion is processed within the context of the initiator of
the transaction solely; context switches due to multi-hop
communication are avoided. In Fig. 2 a), this is indicated
by a solid arrow for each transaction.

For more precise (i.e., more timing accurate) simulation
of multi-hop communication, several timing points are
needed per transaction. In Fig. 2 b), this is indicated by
discontinuous lines for the three transactions. This level
is needed, e.g., to simulate congestion on buses, and to
experiment with arbitration strategies. Communication on
this abstraction level is called approximately-timed, and is
implemented using non-blocking transport functions.

IV. Modeling

Our performance modeling approach relies on the sepa-
ration of functionality and architecture. Thus, it is based
on the Y-chart approach [8]. As illustrated in Fig. 3,
the functionality is given by a set of applications writ-
ten in SystemC. Tasks a0 and a1 are basically SystemC
modules with a single process. Communication between
tasks is handled by SystemC channels. Additional platform
applications may be modeled also, e.g., modeling the
software provided by the platform vendor. The architec-
ture represents the components and connections of the
heterogeneous MPSoC platform, and provides a technical
basis for implementing the functionality. The selected
platform is specified in a configuration file. Finally, a
mapping constraint file assigns tasks of the applications
to the components of the MPSoC platform. Given this
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Fig. 3. A data-flow model is mapped to an MPSoC platform. Actors
are mapped to computational resources like CPUs. Communication
channels are mapped to memories.

information, a System level Performance Model (SPM) is
generated automatically in SystemC as discussed below.
As the SPM is implemented using SystemC, performance
evaluation can be done by analyzing the simulation trace.
This is discussed in Section V. By changing the platform
configuration file and the mapping constraint file, different
design options can easily be explored. This architectural
exploration can even be automated, cf. [6].

A. Application Modeling

To allow performance estimation, the user has to specify
applications. For applying the proposed performance mod-
eling approach, it is a prerequisite that the application
is composed of a set of coarse-grained tasks, including
task level parallelism, i.e., SystemC modules with a single
process. Furthermore, each task shall be composed of
atomic execution phases. Communication between tasks
may occur only at the beginning or at the end of execu-
tion phases. Moreover, communication shall take place on
dedicated communication channels only, and no implicit
communication, like using global memory, shall be used.
This explicit modeling of communication is required for
mapping tasks to resources without side-effects.

For the proposed methodology, we use actor-oriented
modeling in SystemC. The concepts of actor-oriented de-
sign [9], [10] guarantees that the functionality is defined
in a way such that it is independent from the actual
mapping to an MPSoC platform. In actor-oriented design,
actors are units that can be partitioned into hardware and
software. Actors are restricted to communicate through
dedicated channels only, i.e., actors corespond to tasks,
and read/write accesses correspond to transactions.

For the proposed methodology, a SystemC library [3] for
actor-oriented design is used. It provides special channels
for inter-actor communication, and a C++ syntax to spec-
ify the actor behavior by means of a finite state machine.
Channels are queues with FIFO semantics, allowing to
consume/produce data in a first-in, first-out discipline.

B. Modeling MPSoC Architectures

The MPSoC platform is modeled by a set of com-
ponents, representing microcontrollers, DSPs, hardware
accelerators, memories, and buses. Each component is



characterized in the platform configuration file by a sched-
uler, required to resolve resource contention, and a transfer
delay. This transfer delay is the time needed to transport
a single byte of data from one component to another.

The platform characterization is done using an XML
file. A part of this XML file is shown below:

<platform>
<component name=”CPU”>

<s chedu l e r type=”Round Robin”/>
<t r a n s f e r de lay =”0.83 ns”/>

</component>
<component name=”Bus”>

<s chedu l e r type=”Pr i o r i t y ”/>
<t r a n s f e r de lay =”2.74725 ns”/>

</component>
<component name=”Memory”>

. . .
</platform>

Within the platform tag, the components of the MP-
SoC platform are defined. In the above listing, e.g., a
component CPU is specified with a round robin scheduling
policy. Other components of the platform including hard-
ware accelerators, buses, and memories are characterized
in a similar way.

C. Setting the Mapping Constraints

Mapping constraints are set also via an XML con-
figuration file. The configuration provides two pieces of
information, namely the mapping of actors and channels to
components, as well as the routing for transactions. Beside
this, estimated computation times for executing an actor
on the specified component are annotated to the mapping
information. The transaction routing defines the routes for
each actors read and write access to or from a channel, i.e.,
the components required to handle a memory access.

A fraction of the XML file is shown below:

<mappings>
<mapping acto r=”a 0 ” component=”CPU”>

<delay ac t i on=”sendData ” value =”2032 ns”/>
<delay ac t i on=”newScan ” value =”1518 ns”/>

</mapping>
. . .

</mappings>
<topology>

<route s r c=”a 0 ” snk=”c”>
<hop name=”Memory”/>
<hop name=”Bus”/>
<hop name=”CPU”/>

</route>
. . .

</topology>

Actor a0 is bound onto component CPU. Execution
action sendData requires 2032 ns, in this configuration.
Moreover, the data written to channel c goes via the
components CPU, Bus, and Memory.

V. Performance Evaluation

Beside the separation of functionality and architecture,
our performance evaluation approach can be characterized
by two basic concepts: (i) We use an activation-based
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Fig. 4. Two actors a0 and a1 are mapped to a CPU. A scheduling
policy applies a fair round robin schedule. Thus, execution of actors
alternates.

modeling of task execution times including temporal ef-
fects of preemption and task scheduling that may occur
in embedded processors. (ii) We model transaction-based
communication. Communication delays are modeled for
transactions, incorporating effects of multi-hop communi-
cation and bus arbitration policies, i.e., the abstraction
level corresponds to approximately-timed TLM.

Given the set of actor-oriented applications written in
SystemC, the platform characterization, and the mapping
constraints, a System level Performance Model (SPM) can
be generated automatically. For this purpose, the applica-
tion is linked with a library providing so called Virtual
Processing Components (VPCs). A VPC is a SystemC
module with an event-based scheduling interface. For each
component in the platform characterization, a VPC is
generated at elaboration time, and a scheduler according
to the configuration file is instantiated. Different MPSoC
platforms and application mappings can be evaluated by
simply changing the configuration files.

A. Activation-based Execution

For a combined functional and performance simulation,
we need to identify the phases of activity of an actor,
namely communication phases and execution phases. Fur-
thermore, we need to link the application model with the
VPC library.

The SystemC library for actor-oriented modeling [3] uses
a finite state-machine to model the control flow of an
actor. Identifying the execution phases is straight forward.
Each transition in the actor’s FSM corresponds to a phase
of reading input data, a phase of executing the actor’s
functionality, and a phase of writing output data. Each
execution phase is linked to the VPC library by a simple
function call, blocking the actor for further execution
during performance simulation. As a consequence, each
execution phase in those actors is simulated in lockstep
with the corresponding performance simulation. Timing
simulation includes possible overheads from preemption,
scheduling, and arbitration. E.g., in Fig. 4, a simulation
trace from applying a preemptive round robin scheduling
policy is depicted. It can be seen that actors a0 and a1

are executed alternatingly. Whenever the time slice of
the round robin scheduling is expired, another actor is
selected for execution. Additionally, scheduling requires
some overhead.
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Fig. 5. A generic transaction-based communication pattern is
derived from a data-flow high level model. Push and pop operations
to a FIFO queue are represented by read, write, and synchronization
transactions.

B. Transaction-based Communication

Communication between actors in the actor-oriented
application model is limited to dedicated channels. Those
channels serve the purposes of data exchange and syn-
chronization. Implementing such a channel on an MPSoC
platform requires to map the logical data storage to a
physical memory. Furthermore, transactions for writing
and reading data and transactions for synchronization
between actors need to be routed through the MPSoC.
A generic transaction-based communication pattern for
abstract communication channels is given in Fig. 5. This
pattern consists of a memory, a read, a write, and two
synchronization transactions.

For example, a queue with FIFO semantics, used in a
data-flow model, stores a fixed or potentially unbound
number of data tokens in order of insertion. The avail-
ability of tokens at input queue and free space in output
queues may induce the activation of actors. Mapping the
data-flow model to an MPSoC platform requires mapping
the data storage of the queue to memories in the platform
model. Push and pop operations to the queue require to
write to memory or to read data from memory and to send
synchronization transactions.

In the same manner as for execution phases, the commu-
nication transactions are linked with the VPC library. The
performance simulation is started, whenever a communi-
cation transaction is executed in the application. Timing
simulation for the transaction routing potentially involves
several hops along a route. Overhead from arbitration and
preemption may occur at each hop.

Especially for modeling memory access, we model ex-
clusive communication, as depicted in Fig. 6. E.g., the
write transaction from actor a1 in Fig. 6 corresponds to
a memory access. All hops along the route are locked
at the beginning of the transaction. In the example, the
CPU is stalled and afterwards successively the Bus and
the Memory are locked. When the entire route is locked,
the delays for transmitting the data along the route are
simulated. Locking of resources may only start at hops al-

actor
compute

transaction
preemption read

transaction
compute

actor
write

Memory

a0 a1. . .

Execution Time

CPU

Bus

Fig. 6. The hops of a multi-hop route are blocked for transactions
representing memory access operations.

lowed to initiate memory transactions, e.g., CPUs and IP-
cores. After locking the entire route, timing simulation is
started at the initiator hop (CPU) for a write transaction,
and at the target hop (Memory) for a read transaction,
corresponding to the forward path and backward path of
the transactions.

C. Performance Evaluation
During elaboration of the SystemC application model,

the VPC library is configured with the mapping con-
straints and, hence, the estimated computation times for
each actor according to the given mapping. This informa-
tion is used during simulation to assess the performance
(execution time) of the system. Each time an actors ex-
ecution phase is simulated, its associated execution time
is simulated as well. Before consuming or producing any
data, the actor will notify the component the actor is
bound to. The actor execution is blocked by this notifica-
tion. Then, the component will add the actor to a ready list
of the associated scheduler. The scheduler decides when
an actor should be scheduled and, thus, computes when
the computation time of the execution phase expires. This
concept is similar to [12]. As the interface between VPC
and the scheduler is event-based, preemptive and non-
preemptive scheduling policies can be implemented.

Simulation of communication delay follows the very
same principles. Every time a transaction is triggered,
communication delay is modeled for all hops along the
transaction route. We can use the same components and
the same scheduling mechanism to model communication
delays and arbitration policies. Multi-hop routing is imple-
mented on top of the performance modeling of components
within our VPC library.

VI. Case Study: Motion-JPEG Decoder

In this case study, the proposed performance modeling
is applied to a multimedia system. In particular, a Motion-
JPEG decoder application is mapped onto a multimedia
architecture template. The task execution times are de-
rived from another case study investigating the codesign
of a Motion-JPEG decoder on Xilinx FPGA platforms [6].

A. Design Space Exploration
The application model of the decoder is specified in

actor-oriented SystemC code using 21 actors and 56 chan-
nels for communication between modules. An architec-
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Fig. 7. Minimum, maximum, and mean values for the communica-
tion delay for read and write transactions are recorded during per-
formance simulation. Due to approximately-timed modeling, effects
from resource contention and arbitration cause variable delays.

ture template incorporates 12 programmable processing
elements and communication resources, as well as 10
dedicated hardware accelerators, connected via 36 point to
point communication resources including storage memory.
Here, the MPSoC platform consists of two ARM9 and two
ARM11 processors-cores, one DSP, three memories, two
buses, and one gateway connecting these buses.

A sequence of images in SQCIF-format (128×96 pixels)
is used as input stimuli for performance simulation. With
the help of an automatic design space exploration, we
generated 7, 600 different mappings for the Motion-JPEG
decoder. The performance evaluation of all 7, 600 mapping
variants took about 17 hours in total. Note that three
implementations provide a throughput of more than 24
fps and, thus, fulfill current real-time video requirements.

B. Transaction Delays

In a second experiment, we took a detailed look at
the delay of individual transactions. The motivation is to
assess the difference between approximately-timed simula-
tion and loosely-timed simulation. Note that a difference in
communication delays between approximately-timed and
loosely-timed modeling can only occur if congestion occurs
on busses.

We use a mapping from the first experiment and the
same test case. For each kind of transaction, we recorded
the individual communication latencies. This simulation
setup has 44 active communication channels. We recorded
the read and write transactions to the memory only.
Figure 7 depicts the minimum, maximum, and average
communication delay for those 88 transactions. About the
half of the number of transactions has fixed communica-
tion delays in this simulation setup. For the remaining
transactions, we observed significant variations in the
communication delay due to effects from bus arbitration.

Thus, the approximately-timed modeling of those transac-
tions, using our approach, is necessary for at least those
transactions, for sufficient performance estimation.

VII. Conclusions

Design decisions made at Electronic System Level re-
quire a good understanding of the design space. We pre-
sented a simulation-based performance evaluation frame-
work for MPSoC platforms. Approximately-timed model-
ing allows for accurate performance estimation, even at a
high level of abstraction. Platform model and mappings
are configured at elaboration time and, thus, allow for
design space exploration at ESL.
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